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Introduction
Of the dozens of topics discussed at GigaOM Pro, big data tops the list these days, and 

the question of how to collect and make the most of that data is on the minds of CIOs 

and entrepreneurs alike. The following eight pieces, written by a handpicked collection 

of GigaOM Pro analysts, offer insights on what to consider when it comes to big data 

decisions for your business.

Big data now touches everything from enterprises and hospitals to smart-meter 

startups and connected devices in the home. Hadoop, meanwhile, is fast becoming the 

leading tool to analyze that data, cheaply and more effectively than was previously 

possible. And there is the ever-lingering question of privacy and how we, the 

technology industry, are responsible for teaching the lawmakers and policymakers of 

the world ethical ways to collect and regulate our data.

These topics and more are discussed in this report. While no list is ever truly 

exhaustive (and we encourage you to add your own thoughts in the comments section 

of this report), this outlook provides a well-rounded glimpse into the evolution of the 

big data phenomenon.

Jenn Marston

Managing Editor, GigaOM Pro
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Big data: beyond analytics — by Krishnan 
Subramanian
“Big data” is the new buzzword in the industry. And unlike many buzzword concepts of 

the past, big data is going to be truly transformative for any modern-day enterprise 

and will offer insights into business processes and the competitive landscape in ways 

we can’t even imagine today. Whether it is about understanding the buying habits of 

customers or even predicting insurance claims based on car characteristics, big data is 

everywhere. 

Take, for example, the recent news about American retailer Target’s ability to predict 

pregnancy in women based on their buying patterns. Such an example is just the tip of 

the iceberg and highlights what data-driven organizations will be able to do in the 

coming decades. The convergence of cloud, mobile, social and big data, a phenomena 

we call the “great computing convergence,” is going to completely transform the world 

we live in by bringing levels of automation and optimization beyond what we can 

comprehend with our understanding of technology today. Big data will be at the core 

of this convergence, with other technologies playing a role around the data. More 

importantly, the organizations of tomorrow will gain a competitive advantage by using 

a multidisciplinary problem-solving approach that centers on big data.

That said, much of the media and research articles today mainly focus on the 

technology for data storage and the powerful analytics engines that act on the data, 

which offer tremendous insights. Even though these technologies are very important 

for the data-driven future, it is also equally important to understand other key 

developments in the field happening under the radar. This piece highlights some of 

these developments that are, in our opinion, critical to any organization wanting to 

prepare itself for a data-centric economy in the coming decades. In the following pages 

we will go beyond analytics and highlight the roles of data quality, data obesity and 

data markets in the future of modern enterprises. We will also introduce a simple 

http://www.forbes.com/sites/kashmirhill/2012/02/16/how-target-figured-out-a-teen-girl-was-pregnant-before-her-father-did/
http://www.forbes.com/sites/kashmirhill/2012/02/16/how-target-figured-out-a-teen-girl-was-pregnant-before-her-father-did/
http://www.forbes.com/sites/kashmirhill/2012/02/16/how-target-figured-out-a-teen-girl-was-pregnant-before-her-father-did/
http://www.forbes.com/sites/kashmirhill/2012/02/16/how-target-figured-out-a-teen-girl-was-pregnant-before-her-father-did/


BIG DATA

A near-term outlook for big data   - 7  -March 2012

model for the next-generation platforms used for building intelligent, data-driven, self-

organizing applications. 

Data quality
One of the critical requirements for any organization wanting to take advantage of big 

data is the quality of the underlying data. Even though there is a school of thought that 

dissuades organizations from worrying too much about data-quality issues, we would 

argue otherwise. Data quality has been part of the industry vocabulary since 

organizations started using relational databases, and there are many tools that exist to 

help them clean their data. In short, for a long time the topic of data quality has been 

the focus of teams managing organizations’ critical business data. 

Its significance doesn’t change with the advent of big data. If anything, the large 

volumes of data collected from many different sources make the data-cleaning process 

more difficult. In fact, we would argue that the lack of proper data management and 

data-quality tools may completely derail what you can achieve with the faster and 

advanced analytics tools available in the market today. When I speak to CIOs about big 

data, they often cite data quality as one of the important concerns, along with cost. 

The approaches to ensure data quality go far beyond the normal practice traditionally 

used in enterprises (i.e., measuring the data quality based on the intended narrow use 

of the data). In the big data world, it is also important to take into account how the 

data can be repurposed for other uses by various stakeholders in the organization. For 

example, the same data can be used to answer different sets of questions either by the 

same team or a different team in an organization. So while defining the scope of data 

quality, many different uses of the data within the organization should be thoroughly 

considered. Since technical as well as business users use modern big data tools across 
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the organization, it is important to clearly define the data-quality attributes and make 

it available to all users.

Many data-quality projects fail because organizations spend a lot of time cleaning up 

only their internal data. However, big data encompasses both internal and external 

data, including public data sets used in certain cases (for example, government data 

used by the oil industry). It is important to take a holistic view and select the right set 

of data-quality tools to meet the data-quality needs of the organization. Many IT 

managers think the most expensive tools will help them reach their data-quality goals. 

This thinking is flawed, and it is another reason for the failure of data-quality projects. 

Selecting the right set of data-quality tools is absolutely essential, because data quality 

is also a critical factor in data governance. Some of the basic attributes of data-quality 

tools in traditional IT are:

 Profiling

 Parsing

 Matching

 Cleansing

These attributes are also critical in the big data world, but they also require tools to 

scale horizontally (though vertical scaling still matters to a certain degree) and that are 

fast enough to process large volumes of data. 

Even though large vendors like IBM, SAP and Oracle are offering data-quality tools, 

there are some visionaries emerging in the field, such as

 Trillium Software System

 Informatica Platform

 DataFlux Data Management Platform

http://www.trilliumsoftware.com/home/products/index.aspx
http://www.trilliumsoftware.com/home/products/index.aspx
http://www.trilliumsoftware.com/home/products/index.aspx
http://www.trilliumsoftware.com/home/products/index.aspx
http://www.trilliumsoftware.com/home/products/index.aspx
http://www.trilliumsoftware.com/home/products/index.aspx
http://www.trilliumsoftware.com/home/products/index.aspx
http://www.trilliumsoftware.com/home/products/index.aspx
http://www.trilliumsoftware.com/home/products/index.aspx
http://www.trilliumsoftware.com/home/products/index.aspx
http://www.informatica.com/us/vision/a-platform-approach/
http://www.informatica.com/us/vision/a-platform-approach/
http://www.informatica.com/us/vision/a-platform-approach/
http://www.informatica.com/us/vision/a-platform-approach/
http://www.informatica.com/us/vision/a-platform-approach/
http://www.informatica.com/us/vision/a-platform-approach/
http://www.dataflux.com/Launch.aspx
http://www.dataflux.com/Launch.aspx
http://www.dataflux.com/Launch.aspx
http://www.dataflux.com/Launch.aspx
http://www.dataflux.com/Launch.aspx
http://www.dataflux.com/Launch.aspx
http://www.dataflux.com/Launch.aspx
http://www.dataflux.com/Launch.aspx
http://www.dataflux.com/Launch.aspx
http://www.dataflux.com/Launch.aspx
http://www.dataflux.com/Launch.aspx
http://www.dataflux.com/Launch.aspx
http://www.dataflux.com/Launch.aspx
http://www.dataflux.com/Launch.aspx
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 Pervasive DataRush

 Talend Platform for Big Data 

The above list is by no means exhaustive, but it offers a feel for the type of innovative 

solutions available to solve data-quality issues in the big data world. Unlike data-

quality issues in traditional enterprise IT, big data requires processes that are highly 

automated and also requires careful planning. Unlike the traditional approaches to 

data quality, where it was always considered a project, big data requires data quality to 

be considered a foundational layer, which could determine whether an organization’s 

wealth of large data sets can act as a trusted business input. If you are the person 

responsible for implementing big data platforms at your organization, we strongly 

suggest you give data quality a huge priority in your strategy.

Data obesity
Organizations now acquire data from disparate sources ranging from mobile phones to 

system logs to data from various sensors, and the price for storing petabytes of data is 

falling steeply, too. It follows, then, that organizations are now faced with a problem 

we call “data obesity.” Data obesity can be defined as the indiscriminate accumulation 

of data without a proper strategy to shed the unwanted or undesirable data.

This is not a popular term as yet, because big data is the new oil exploration and the 

cost of storage of crude oil is very cheap. However, as we go further into the data-

driven world, the rate of data acquisition will increase exponentially. Even though the 

cost of storing all of that data may be affordable, the cost of processing, cleaning and 

analyzing the data is going to be prohibitively expensive. Once we reach this stage, data 

obesity is going to be a big problem that faces organizations in the years to come.

http://www.pervasivebigdata.com/
http://www.pervasivebigdata.com/
http://www.pervasivebigdata.com/
http://www.pervasivebigdata.com/
http://www.pervasivebigdata.com/
http://www.pervasivebigdata.com/
http://www.talend.com/products-big-data/
http://www.talend.com/products-big-data/
http://gigaom.com/cloud/its-cloud-prediction-time-idc-gartner-and-i-weigh-in/
http://gigaom.com/cloud/its-cloud-prediction-time-idc-gartner-and-i-weigh-in/
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However, the cost of making sense out of obese data is not the only problem we will be 

facing in the future. The following are some of the problems organizations will face 

regarding data obesity:

 Cost for processing, cleaning and analyzing the data. The additional 

overhead for data that doesn’t offer any insight to the organization 

will end up becoming a severe drag on financials in the future.

 Data-governance issues. Data obesity makes data governance 

expensive, and it could lead to unnecessary headaches for the 

organization. 

 Data obesity coupled with poor data quality could have a devastating 

effect on the organization (i.e., data cancer).

Since the market is still immature and data-obesity problems are not at the forefront of 

organizational worries, we are not seeing a proliferation of tools to manage data 

obesity. However, this trend will change as organizations understand the risks 

associated with data obesity.

More than having the necessary tools to tackle data obesity, it is also critical for 

organizations to understand that data obesity can be prevented with best practices. 

Right now there are no industry-standard best practices to avoid data obesity, and 

every organization is different in the way it accumulates and generates data. However, 

if you are someone who is considering a big data strategy for your organization, I 

strongly encourage you to develop a strategy that incorporates necessary best practices 

to avoid data obesity. In fact, it is critical for organizations to have a data-obesity 

strategy in the early part of their big data planning, as it will help organizations save 

valuable resources in the future. Left undetected for a long time, data obesity could be 

deadly for organizations.
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Data markets
Many organizations consume public data like financial data, government data, data 

from social networking sites and so on for their business needs, along with their own 

data. However, it is very expensive to collect this raw data, process it, and make it 

consumable. This has opened up an opportunity for third-party vendors to offer this 

data in a way that is easily consumable by various applications. These data sets include 

free data sets like government data and premium offerings like financial data. These 

data markets are considered to be a $100 billion global market, opening up a 

competitive market segment for startups and established players to try to grab a piece 

of that pie. Using data markets, users can search, visualize and download data from 

disparate sources in a single place. 

Data market providers are still in the early stages of their evolution, without a clear 

path to monetization. Even though most of them offer premium data sets, there is very  

little differentiation among them. Unless they offer value-added services that will help 

them monetize these data sets more effectively, it is going to be a tough race for them. 

In fact, some of the data marketplace vendors are already realizing the difficulty in 

monetizing the data sets, and they are trying to build value-added services around 

them, making them more palatable for monetization. Recently Infochimps, a data 

market with 15,000 data sets from 200 providers, moved away from being a pure data 

marketplace to build a big data platform. This platform lets users pull data from 

various sources such as the Web, external databases and the Infochimps data 

marketplace into a database management system that can then be processed using an 

on-demand Hadoop data-analytics tool. Essentially, Infochimps has morphed into a 

platform that makes big data management easy for end users.

The next step in the evolution of enterprise technology is the marriage between cloud 

computing and big data. Cloud providers like Amazon and Microsoft have clearly 
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understood that network latency is going to be a big factor for organizations using big 

data processing on the cloud. They have moved fast to bring these data sets to their 

cloud so that their customers can easily access them without any penalty due to 

network latency or incurring any additional bandwidth costs. Windows Azure 

Marketplace is one such example. It offers a single consistent marketplace and delivery  

channel for high-quality information and cloud services. While it offers data providers 

a channel to reach Windows Azure users, it also offers a frictionless way for 

applications on Windows Azure to consume large amounts of data. Unlike the pure-

play data providers, these cloud providers face less pressure to monetize the data sets.

Over the next two years we will see some shift in the business models with pure-play 

data market vendors moving up the stack to offer big data platforms while cloud 

providers offer these data sets as value-added services. Irrespective of where the 

market goes, it is a huge opportunity. This is one area of the big data market segment 

that will see large-scale shifts before the market sees any maturity.  

Cloud platforms and big data
The natural synergy between cloud computing and big data will lead to the evolution of 

a newer generation of applications that take advantage of big data by not only 

producing data but also consuming the insights gained from it to iteratively tweak 

themselves to produce even better data. Organizations can take advantage of the 

insights gained from the large amounts of data they accumulate to make their 

applications more intelligent and self-organizing. These next-gen applications will be 

developed on top of cloud-based application development and deployment platforms 

where data services are at the core of the platform. The following diagram illustrates 

the modern data-driven platform services that will be an integral part of enterprises in 

the coming decades.

http://datamarket.azure.com/
http://datamarket.azure.com/
http://datamarket.azure.com/
http://datamarket.azure.com/
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As shown in the above diagram, these next-gen applications will require intelligent 

application development platforms that incorporate data services at the core. These 

data services will have various data components, including powerful analytics engines 

that convert raw data into insights that are fed into the applications. These intelligent 

platforms will be cloud-based with data services at the core of the platform, showing 

the importance of big data in the next-gen application development process. 

It should be noted that these platforms are much farther from reality today, but there 

are many vendors that are taking the necessary first steps to build data-centric 

application development platforms. The following list shows some of the vendors that 

have their sights set on building data-centric platforms that will completely transform 

applications in the future.

 Microsoft Azure Platform. Microsoft is putting together all the 

pieces necessary for making Azure ready for next-gen applications. 

http://www.cloudave.com/17524/next-iteration-of-paas-microsoft-game-plan/
http://www.cloudave.com/17524/next-iteration-of-paas-microsoft-game-plan/
http://www.cloudave.com/17524/next-iteration-of-paas-microsoft-game-plan/
http://www.cloudave.com/17524/next-iteration-of-paas-microsoft-game-plan/
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Windows Azure Marketplace and its partnership with Hortonworks, a  

startup focusing on Hadoop, are the clearest indications of its game 

plan.

 Amazon Web Services. Even though Amazon Web Services is 

more focused on infrastructure services right now, it is slowly putting 

together the necessary pieces needed to help organizations develop 

and deploy next-gen applications on their cloud. DynamoDB is the 

first critical piece they need for data services.

 Salesforce.com platform. Salesforce.com is well-positioned to 

build next-gen data-driven platform services as it persuades more and 

more organizations to put their critical data on its services, such as 

database.com. Its own applications are designed to be data-centric, 

collecting a wide range of enterprise data including customer data, 

social data, identity data and so on. Its two-pronged platform strategy 

with Force.com and Heroku will push it as one of the major players in 

the big data world.

 IBM platform. Even though IBM has yet to announce an 

application development platform on the cloud like Azure or Heroku 

has, it has all the pieces on the data-services side. Its biggest asset is 

its powerful analytics engine, and it has a clear strategy to collect the 

social data inside any organization. 

The above list is not exhaustive, and there are many other vendors, from startups like 

AppFog to traditional vendors like SAP and Oracle, that are inching toward building 

next-generation intelligent platforms that take advantage of big data.

Outlook
There are many facets to big data beyond data storage and analytics. As organizations 

embrace big data, it is important for the business and technical leaders to understand 

http://www.cloudave.com/16853/next-iteration-of-paas-will-amazon-join-that-race/
http://www.cloudave.com/16853/next-iteration-of-paas-will-amazon-join-that-race/
http://www.cloudave.com/16853/next-iteration-of-paas-will-amazon-join-that-race/
http://www.cloudave.com/16853/next-iteration-of-paas-will-amazon-join-that-race/
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where the field is headed. They need to have a holistic approach to using big data. It is 

extremely critical for enterprises to have a proper strategy around data quality and 

data obesity, as they can potentially wreck any organization if not handled properly. 

Unless organizations take advantage of big data by building next-generation intelligent  

applications, they will be failing to take advantage of the full potential of big data. 

Data-centric intelligent platforms are key to building such applications, and 

organizations should choose the right platform to build their applications to maximize 

their investment on big data. 
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The role of M2M in the next wave of big data — by 
Lawrence M. Walsh
It’s hard to argue with Stephen Colbert. He makes the rational irrational, the complex 

deceptively simple, and the misunderstood and obscure trends in the world around us 

seem common and obvious. So when he recently took on the topic of big data, he 

didn’t talk about the compilation and correlation of huge amounts of data to distill 

business intelligence. No, he talked about a pregnant teen. 

In his recurring “The Word” segment on The Colbert Report,1 Colbert described with 

great adeptness the outcome of using big data with the story of how department store 

chain Target knew a teen was pregnant before her father did. As originally reported in 

the New York Times, a Minneapolis girl received Target special offers related to her 

expected bundle of joy. Her father was incredulous, as he thought it impossible his 

little girl could be with child. As it turns out, Target knew the girl was expecting based 

on the correlation of data derived from her shopping habits.2

The story brought to the surface something that has been happening for some time: 

Businesses are taking seemingly innocuous bits of data and converting them into 

actionable intelligence to better sales through targeted incentives, such as discounts 

for prenatal vitamins. People think purchases of unscented lotion and vitamins along 

with the sudden cessation of purchases of alcohol and feminine hygiene products are 

meaningless bits of data. But Target and other companies have figured out how to 

measure the probability of certain combinations of data drawn from these vast piles. 

One of the first, best examples of big data analysis came in 2006, when reporters from 

the New York Times (again) rummaged through millions of discarded AOL search 

records. AOL and experts insisted the data was completely sanitized and not linked to 

1 Colbert Report, “The Word: Surrender to a Buyer Power.” Feb. 22, 2012.

2 Charles Dughigg, “How Companies Learn Your Secrets.” New York Times. Feb. 16, 2012.

http://www.colbertnation.com/the-colbert-report-videos/408981/february-22-2012/the-word---surrender-to-a-buyer-power
http://www.colbertnation.com/the-colbert-report-videos/408981/february-22-2012/the-word---surrender-to-a-buyer-power
http://www.nytimes.com/2012/02/19/magazine/shopping-habits.html?pagewanted=all
http://www.nytimes.com/2012/02/19/magazine/shopping-habits.html?pagewanted=all
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any one individual. That was true — yet the reporters were able to correlate enough 

data to correctly locate an AOL subscriber in Georgia. 3 AOL apologized for the release 

of the search records. Privacy advocates at the time decried the incident as evidence of 

how much personal information people give up online and how it could be used to 

reveal things from buying preferences to secrets. Today Google is under a fair amount 

of scrutiny because of changes to its privacy policy that allow it to harvest the search 

arguments of its millions of users to better-tune marketing programs. It’s AOL all over 

again, except this time it’s on purpose, and search data is being used to reveal personal 

secrets.

Where does all of this data come from? In the case of Target, it comes mostly from 

credit card purchases and point-of-sale reports. With Google and other online 

marketing outlets it comes from user behavior: search requests, clickthroughs on 

certain links and Web-surfing histories. These are the obvious examples of how big 

data is collected and refined, but they are hardly the only examples. Big data is 

increasingly coming from small sources, namely autonomy machines that collect 

information and send it to other machines for compiling, analysis and retention. These 

systems are aptly called machine-to-machine, or M2M.

 

Colbert touched on M2M in his accounting of the teen and Target by describing how 

Systemcon is manufacturing store shelves that measure how long a customer lingers in 

front of a certain product. The idea is to get a sense of what presentations best incent 

the consumer to buy. Or, as Colbert said, “Guys, for the first time, a rack could be 

checking you out.” 

3 Michael Barbaro and Tom Zeller Jr., “A Face is Exposed for AOL Searcher No. 4417749.” Aug. 9, 2006. 

http://www.nytimes.com/2006/08/09/technology/09aol.html?pagewanted=all
http://www.nytimes.com/2006/08/09/technology/09aol.html?pagewanted=all
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The M2M tsunami
M2M is a big part of big data, even if it’s not obvious. These machines are exceedingly 

discreet, melting into the fabric of our daily lives to go unnoticed — and that’s 

absolutely their intent. 

Tablet computers, smartphones and personal computers are the most obvious IP-

enabled devices. According to a variety of sources, more than 1 billion smartphones 

will enter service over the next three years. More than 400 million new tablets will 

connect to the Internet. And there are already nearly 1 billion active personal 

computers in the world. Assuming an equal number of servers and other network 

devices are in service, that brings the total number of obvious IP-enabled devices to 

somewhere around 3 billion by 2015 and perhaps 7 billion by 2020. 

Impressive as these numbers are, they are nothing compared to the amount of 

embedded and M2M systems. By 2020, the total number of IP-enabled devices will 

top 50 billion, with the vast majority falling into the M2M category. These discreet 

sensors will envelop individuals and businesses alike, collecting vast amounts of data 

— often in the form of simple logs — that will become invaluable for businesses that 

can distill raw bits and bytes into fuel for marketing, sales and operations.

Consider this: Many toll roads in the United States and Canada use some form of auto-

pay sensors such as the E-ZPass or Fast Lane systems. These payment systems use 

RFID tags mounted on a vehicle’s windshield that are linked to a credit card or bank 

account. Every time the vehicle passes through a tollbooth, the tag automatically 

deducts the toll amount from the user’s account. Every driver knows that much, but 

there’s more. 

The entire payment process and data collection is automated. The vehicle’s RFID tags 

transmit the information to database servers that check account status. Database 
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servers authorize toll payments and withdraw funds from driver accounts. 

Simultaneously, the system is recording the time, vehicle information and owner 

identity to a database. All of this is done without human action or intervention.

Analysis of tollbooth activities can determine traffic flows. With that data, cities and 

road administrators can create variable toll systems, charging more for peak travel 

times. Such fee structures have already proved quite valuable in adjusting driver 

commuting habits, thus evening out traffic flows. The Swedish city of Stockholm was 

among the first to implement such a system, and the result has been an easing of 

traffic congestion, resulting in lower levels of pollution and fuel consumption.4 Best of 

all, it creates new revenue for road maintenance. 

Like server and application event logs, much of this data is unstructured. In fact, M2M 

data is precisely the type of data growing so fast that it’s consuming copious amounts 

of enterprise data–storage capacity. Until recently, much of this data was seen as 

valueless, there for tracing activities but of little more utility. What big data software 

companies and smart enterprises have discovered is that the correlation of this data is 

extremely valuable. 

Enterprises are revisiting stores of innocuous data to learn more about their 

performance, infrastructure utilization and cost. Think of a warehouse operation that 

uses RFID tags to track inventory. By studying the data regarding how materials are 

moved around the warehouse, the company can discover employee productivity rates, 

the reasons for storage errors, workflow patterns and even shrink-rate sources. The 

same could be done with the modern office. Examining entry logs generated by 

electronic-access card readers can tell an enterprise when specific employees and staff 

by role are entering and leaving facilities. That analysis could be used for space-

capacity planning, operating hours, staffing needs and security audits. 

4 Jeffrey M. O’Brien, “IBM’s grand plan to save the planet.” CNNMoney. April 21, 2009.

http://money.cnn.com/2009/04/20/technology/obrien_ibm.fortune/?postversion=2009042104
http://money.cnn.com/2009/04/20/technology/obrien_ibm.fortune/?postversion=2009042104
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M2M is about gaining a deeper understanding of daily activity, more so than just toll 

funds and traffic flows. Trucking companies use digital transponders to track vehicles 

and cargo as well as record vehicle performance and maintenance. The U.S. Postal 

Service uses scanners to sort and direct the delivery of letters and packages. Airlines 

use automated bar code readers to check in and route luggage. And car drivers are 

beginning to use smartphone apps to remotely start their cars, turn on the lights in 

their homes, and activate DVRs to record television shows. 

Every M2M action creates a piece of new data in the form of logs. While such data 

packages are extremely small by contemporary standards — kilobytes vs. megabytes 

for email and gigabytes for fat client applications — they are extremely voluminous. 

M2M applications and devices are transmitting information even if they’re just 

reporting “no activity, status normal.” What is going to increase this data is not only 

the number of devices but also the number of applications that generate M2M data. 

Consider this: GPS applications and embedded search apps on smartphones 

automatically determine a user’s location and constantly feed it back to a centralized 

server. Social media applications are constantly drawing down status updates. And 

mobile security applications will poll their cloud controllers for updates and threat 

notices. 

Carriers driving M2M growth 
Startup Consert5 is an example of a company in the M2M arena, although 

management sees the company as an energy-information broker. Through custom-

designed systems, Consert collects copious volumes of data from thousands of 

residential homes and business buildings for resale back to electricity-generating 

companies. The goal is better management of power transmitted over the grid. 

How Consert works is a small miracle enabled by small devices: The company places 

controllers with integrated 3G cellular transmitters on every appliance, furnace, air-

conditioning unit and electrical panel in a building. That information is beamed back 

5 http://www.consert.com/

http://www.consert.com/
http://www.consert.com/
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to its centralized operations center, where it is aggregated and compiled into 

intelligence about consumption patterns. The same system gives homeowners and 

building managers the ability to better understand their energy consumption and 

regular electrical usage. 

The end result: Consert’s energy-consumption intelligence systems provide power 

generators with enough information to manage output product to the precise needs of 

the grids they serve to reduce production, conserve fuel and save millions of dollars. 

The average savings is the cost of building a 50 kilowatt gas-fired electricity power 

plant.

Consert’s system was developed in concert with several IT vendor and carrier partners. 

The appliance controllers and 3G transmitters are from Honeywell. The data-

collection system is built on IBM Websphere. And the data-transport service is 

provided by Verizon Wireless. 

Indeed, carriers are among the biggest drivers of M2M technology, as many of these 

devices and applications are virtually worthless without attached data transport. 

Carriers such as Verizon, AT&T, Sprint and T-Mobile have vibrant application 

developer and device integration programs to enable the next generation of M2M 

technology development and deployment.

Carriers are unusual technology companies in that they have the capacity to create 

unfettered new business solutions but still must operate under archaic regulatory 

constraints, such as transparency in billing to protect consumers from price gouging. 

These constraints make it extremely difficult for carriers to work with technology 

partners and resellers, since they cannot simply parcel out transport the same way 

server and software vendors resell discreet applications and services through channels.  
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M2M provides the exception to the rule. Carriers are often able to assume the billing of 

M2M applications on devices or sell M2M providers, such as Consert, transport 

services in wholesale blocks. Carriers have great incentive to enable M2M services, as 

they will generate far more data over wireless networks than voice does today or in the 

foreseeable future. Every application loaded on a smartphone or tablet, and every 

automated device connected to the wireless grid, will produce higher data traffic loads.

The storage bits, not bytes
Rio de Janeiro, Brazil’s second-largest city, is boasting the activation of its automated, 

citywide control center. Built by IBM, it is the largest and most complex municipal 

management center that brings the information systems of more than 30 city 

departments under one roof.6 It’s the crowning achievement so far in IBM’s quest for a 

piece of what’s expected to become a $57 billion market worldwide by 2014.7

IBM has built similar centers in major cities around the world. Probably the most 

famous is New York City’s multibillion-dollar command center, which oversees what 

has been dubbed “the ring of steel,” or the complex system of video surveillance, 

radiological detectors and other sensors designed to uncover criminal and terrorist 

activities.8 

IBM isn’t the only IT company looking at smart cities as a growth market. Cisco, 

Microsoft, Google, Hewlett-Packard and other IT companies have designs on building, 

supporting and servicing smart municipal systems, such as those deployed by New 

York and Rio.

6 http://www.ibm.com/smarterplanet/us/en/smarter_cities/article/rio.html

7 IDC Government Insights

8 Rebecca Harshbarger and Jessica Simeone, “NYPD’s ‘Ring of Steel’ Surveillance Network has 2,000 Cameras Running.” New York Post. 
July 28, 2011. 

http://www.ibm.com/smarterplanet/us/en/smarter_cities/article/rio.html
http://www.ibm.com/smarterplanet/us/en/smarter_cities/article/rio.html
http://www.nypost.com/p/news/local/nypd_ring_od_steel_surveillance_zLNZmUC8BZlAiX0QC8AszH
http://www.nypost.com/p/news/local/nypd_ring_od_steel_surveillance_zLNZmUC8BZlAiX0QC8AszH
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What is often overlooked in these smart city designs, as well as enterprise M2M 

management systems, is the storage challenge. Correlating all of this data produces 

tremendous intelligence for crafting plans and adjusting existing problems. M2M 

applications and devices can produce more information than enterprises can 

effectively filter. And the use of this data isn’t always immediate; forward projections 

are almost entirely derived from historical trends. That requires enterprises to retain 

huge amounts of unstructured data. 

Unstructured data accounts for the lion’s share of data-storage demand growth. For 

the past five years, unstructured data growth has increased at least 60 percent or more 

annually worldwide, according to various analyst reports. In the years to come, M2M 

data streams will increase the volume of unstructured data exponentially.  

The M2M revolution will require not only the adoption of more sophisticated business 

analytical software and solutions but also the ability to retain and potentially preserve 

data indefinitely. Storage capacity — on-premise and cloud — will become as essential 

a component of M2M infrastructure as the devices and applications themselves. In all 

likelihood, M2M will become one of the largest drivers of storage demand for the next 

decade.

M2M security considerations
With such copious amounts of information being produced and gathered by M2M 

solutions, it will soon become possible to learn just about every aspect of a business’ 

operation or an individual’s personal life. That, of course, could make M2M technology  

a virtual dumpster for hackers and thieves to dive in. 

Some enterprises and end users are concerned M2M will produce so much 

information that the technology and its data stores will open serious security 

vulnerabilities. Hackers and organized crime groups will undoubtedly use the same 
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analytics to uncover patterns, passwords and intelligence about businesses and 

individuals.

The danger is twofold. M2M applications that can start cars and open doors may be 

manipulated to allow thieves to steal vehicles and enter buildings. By the same 

methods, hackers could use pilfered data and intelligence to disrupt enterprise 

operations and blackmail management.

Securing M2M is not a trivial matter, and that security doesn’t always happen at the 

device level. Transport will require encryption that won’t add to bandwidth 

consumption. M2M devices will require access control and identity management, 

which isn’t always easy on a machine-to-machine level. And the databases and storage 

systems will require application-layer firewalls, encryption solutions and access 

control systems that safeguard their bounty.

The real challenge, though, will be managing the security of M2M devices and 

applications. With billions of unmanaged devices deployed in vehicles, stores, 

residential homes, office buildings, streets and utilities, it will become increasingly 

difficult to apply firmware updates and patches. Likewise, it will be exceedingly 

difficult to monitor billions of devices for tampering and intrusions. 

M2M will require not only patches and identity management but also monitoring 

solutions. It will require enterprises to expand their network security capabilities and 

add new security services provided by third-party service providers. Carriers may 

provide part of the solution, but so too will application developers, security vendors 

and service providers.
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The M2M future
In the not-too-distant future, smart shelves in retail stores will automatically update 

prices based on dynamic market conditions. Cars will detect gasoline stations and 

broker prices before directing drivers to refueling stations. And government agencies 

will tap into the vast stream of intelligence produced by municipal, traffic and crime 

systems to reduce criminal activity and improve the quality of life for their citizenry. 

Some of this is already happening. Cars are transmitting telemetry information to 

manufacturers to notify them of vehicle maintenance schedules and needs. Facebook, 

Google and other social networks are tapping into cell phone and tablet activity to 

distill raw data into actionable marketing material. And medical devices are feeding 

streams of patient-monitoring data to hospital record-keeping systems. 

M2M has the potential to transform how enterprises conduct business, governments 

manage society, and individuals live their daily lives. M2M will require rethinking 

everything, including data collection, business intelligence and analytics, storage, and 

security. It will make enterprises and individuals rethink how they share information, 

perceive the world around them, create plans, and act on opportunities. And M2M will 

do all of this one small packet at a time. 
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2012: The Hadoop infrastructure market booms — by 
Jo Maitland
For years, technologists have been promising us software that will make it easier and 

cheaper to analyze vast amounts of data to revolutionize business. Some of it has 

helped, but none of it has yet blown anyone’s socks off. The hottest contender to this 

throne today is Hadoop, which emerged from Google and Yahoo almost a decade ago. 

There are now more than half a dozen commercial Hadoop distributions in the market,  

and almost every enterprise with big data challenges is tinkering with Hadoop 

software. 

Big data refers to any data that doesn’t fit neatly into a traditional database due to 

three things: its unstructured format, the high speed at which it comes in, or the sheer 

volume of it. Examples of big data include clickstream information, Web logs, tweet 

streams, genome sequences, traffic-flow sensor data, banking transactions, GPS trails 

and so on. Hadoop, which is open-source software licensed by the Apache Foundation,  

was designed to store and analyze big data. It aims to lower costs by storing data in 

chunks across many commodity servers and storage, and it can speed up the analysis 

of the data by sending many queries to multiple machines at the same time.

Hadoop is certainly not the only game in town for big data, but finding alternatives 

feels a bit like changing the channel on Super Bowl Sunday: Everything else gets 

drowned out. 

Market forecasters are hyping big data, which is adding to the Hadoop frenzy. IDC has 

pegged the big data market for technology and services at $16.9 billion by 2015, up 

from $3.2 billion in 2010. Any market that is growing at 40 percent per year can only 

be considered a nice one to be in. And there seems to be a hunger on the enterprise 

side for solutions to manage and extract value from big data, which goes some way 

toward explaining IDC’s whopping numbers. 

http://www.idc.com/getdoc.jsp?containerId=prUS23355112
http://www.idc.com/getdoc.jsp?containerId=prUS23355112
http://www.idc.com/getdoc.jsp?containerId=prUS23355112
http://www.idc.com/getdoc.jsp?containerId=prUS23355112
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Given the attention on big data and, by association, Hadoop infrastructure, this report 

examines the key disruptive trends shaping the market and where companies will 

position themselves to gain share and increase revenue. 

Note: This piece is an abridged version of GigaOM Pro’s forthcoming Hadoop 

infrastructure sector RoadMap report. It does not contain scores for individual 

companies yet. We intend to use our Mapping Session at GigaOM’s Structure:Data 

conference on March 21 and 22 to supplement our analysis with the latest insight 

from industry movers and shakers and to score these companies against our 

methodology. The final report will publish soon after the event.

Snapshot: current trends
A recent GigaOM Pro survey of IT decisions makers at 304 companies across North 

America revealed some key insights into big data trends in the enterprise. More than 

80 percent of respondents said their data held strategic value to their business. Most 

companies realize there is value in the mountains of data they are storing, but getting 

at it is a major issue. But with the rise of Hadoop platforms, along with the price of 

disk storage continually dropping, companies can cost-effectively keep everything 

rather than discard data that might turn out to be important later. Providing better 

access to Hadoop data is a trend we believe will be game changing for companies that 

figure it out.
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Figure 1. What value does data have to your business?

      Source: GigaOM Pro

According to the survey data, getting a better forecast on the business was voted as the 

most valuable element data could offer (72 percent of respondents). A more accurate 

forecast into revenue is a catalyst for change. It can help companies avoid lost sales or 

stock-out situations and prevent customers from going to competitors. Well over half 

the respondents (60 percent) said data could improve customer retention and 

satisfaction. This speaks to the disruptive trend we see around reliability and 

performance. Hadoop platforms that can hook into real-time analytics systems and 

respond faster to customer needs will be successful. 



BIG DATA

A near-term outlook for big data   - 29 -March 2012

Figure 2. Most experts agree BI and data analytics projects often fail. Why is that?

Source: GigaOM Pro

Almost half the respondents to our survey (45 percent) cited a lack of expertise to draw 

conclusions and apply learnings from data as the main reason for BI projects failing. 

This speaks directly to the disruptive trend we see around accessing and 

understanding data that we believe will be critical to the success of Hadoop platforms 

targeting the big data market. Companies that make it simple for customers to access 

and gain insight from their data will flourish. 

Disruption vectors in the Hadoop platform market
Methodology
For our analysis, we have identified six competitive areas — or vectors — where the key  

players will strive to gain advantage to varying degrees in the Hadoop marketplace in 

the coming years. These disruption vectors are areas in which large-scale market shifts 

are taking place. Disruption in a market along certain vectors — like integration, 

distribution and user experience — usually determines a market winner over the long 

term. Because of this, we have broken down these vectors and analyzed how the 
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players will leverage (or drive) the big-scale shifts within the vectors to advance their 

competitive position on the “road map” toward winning in the overall Hadoop market. 

Below is a visualization of the relative importance of each of the key disruption forces 

that GigaOM Pro has identified for the Hadoop platform marketplace. We have 

weighted the disruption vectors in terms of their relative importance to one another. 

These vectors are, in short, the areas in which companies will successfully (or 

unsuccessfully) leverage large-scale disruptive shifts over time to help them gain 

market success in the form of sustained growth in market share and revenue. 

Hadoop disruption vectors

Source: GigaOM Pro

Below are descriptions of the key disruption vectors we see determining the winners 

and losers in the Hadoop platform marketplace over the next 12 to 24 months. 
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Integration
Most companies have a hodgepodge of legacy systems, applications, processes and 

data sources. These systems are mature, heavily used and contain important corporate 

assets. Replacing them completely is just about impossible for a number of reasons. 

Business processes and the way in which legacy systems operate are often inextricably 

linked. If the system is replaced, these processes will have to change too, with 

potentially unpredictable costs and consequences. Good luck getting your CFO to sign 

off on that idea. Important business rules might also be embedded in the software and 

may not be documented elsewhere. And then there’s the risk associated with any new 

software development that few companies have the appetite for when all eyes are on 

the bottom line. 

This is all to say that any new technology platform hoping to nudge its way into the 

enterprise better integrate nicely with legacy systems. In our opinion, integration with 

existing IT systems and software is critical, as we know enterprises will not be 

replacing these technologies anytime soon. 

For Hadoop platforms this means integration with existing databases, data 

warehouses, and business-analytics and business-visualization tools. Successful 

Hadoop platforms will provide connectors to bring Hadoop data into traditional data 

warehouses and to go the other way to pull existing data out of a data warehouse into a 

Hadoop cluster. 

Enterprises are looking for tools and techniques to derive business value and 

competitive advantage from the data flowing throughout their organization. 

Integration with business-intelligence platforms and tools that illuminate patterns in 

data will be important. 
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Time to insight will also be valuable. Hadoop is fundamentally a batch-processing 

engine and in some cases is quickly dwarfed by the needs of real-time data analytics. 

Certain kinds of companies need their services to act immediately — and intelligently 

— on information as it streams into the system. Examples of data coming in at a high 

velocity would be tweet streams, sensor-generated data and micro-transactional 

systems such as those found in online gaming and digital ad exchanges, to name a few. 

Hadoop platforms will need to integrate with real-time analytics tools if they hope to 

work with high-velocity big data. 

Deployment
The Hadoop stack includes more than a dozen components, or subprojects, that are 

complex to deploy and manage, requiring an army of open-source developers with lots 

of time. It’s about as far from plug and play as you can imagine. Installation, 

configuration and production deployment at scale is really hard. 

The main components include:

 Hadoop. Java software framework to support data-intensive 

distributed applications 

 ZooKeeper. A highly reliable distributed coordination system 

 MapReduce. A flexible parallel data processing framework for large 

data sets 

 HDFS. Hadoop Distributed File System 

 Oozie. A MapReduce job scheduler 

 HBase. Key-value database 

 Hive. A high-level language built on top of MapReduce for analyzing 

large data sets 

 Pig. Enables the analysis of large data sets using Pig Latin. Pig Latin 

http://hadoop.apache.org/
http://hadoop.apache.org/
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is a high-level language compiled into MapReduce for parallel data 

processing. 

Very few companies have Hadoop experts on tap, so Hadoop platforms that focus on 

removing the complexity of deploying and configuring Hadoop will be successful. The 

appliance model, which integrates the Apache Hadoop software with servers and 

storage, is taking off in the market for just this reason. 

Compared to software-only distributions, appliances can provide a smoother, faster 

deployment. The customer hopefully experiences a lower cost of installation, 

integration and support. And there is less of a requirement for costly tech-support staff 

to work through incompatibilities and issues of combining software to hardware. 

Hadoop platforms that come preconfigured and preinstalled in an appliance might 

also provide a more reliable performance for certain applications that are tuned to 

customized hardware. There’s also an argument to be made for the safe retention of 

data behind the customer’s firewall versus using a Hadoop-based cloud service like 

Amazon Elastic MapReduce. 

The best Hadoop platforms from a deployment perspective will give customers the 

choice of running on premise or in the cloud and as software only or in a purpose-built 

appliance. 

Vendors offering training programs and education on deploying and running Hadoop 

will be an important value-add service. 

Access
For Hadoop to become a mainstay in the enterprise, it must get easier to use. Business 

analysts should be able to query Hadoop data without having to touch a line of code. 

That’s not the case today.
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Vendors that focus on solving Hadoop’s complexity problem from an access 

standpoint will do well. To make the technology broadly applicable, vendors need to 

build a simple interface to Hadoop. This is most likely to be structured query language 

(SQL) on Hadoop. SQL is the standard language for querying all the popular relational 

databases and is the mostly widely used in the industry. Finding people with SQL 

skills, for example, is easy. 

This will speed adoption as mainstream business analysts are empowered to ask 

questions of their data in a language they already understand, using tools they have 

already invested in.

Successful Hadoop platforms will offer a way for traditional BI developers, such as 

Java programmers, to write jobs that work with Hadoop data and for nondevelopers 

like analysts and line-of-business managers to work with Hadoop data.

Reliability
CIOs thinking about augmenting their working data management systems with newer 

Hadoop-based systems worry about downtime and the availability of untried and 

untested Hadoop platforms. They are hesitant to move mission-critical workloads to 

new technologies, as their jobs are on the line if things don't work. Thus, they tend to 

be pretty risk-averse. 

Currently there are elements of the base Hadoop architecture that are not designed 

with reliability in mind. For example, the base code dedicates a specific machine, 

called the NameNode, to the task of managing the file system namespace, or directory. 

It regulates access to the files by other machines. The NameNode machine is a single 

point of failure within an HDFS cluster. If the NameNode machine fails, manual 

intervention is necessary to get the job running again. At the time of writing this 
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report, automatic restart and failover of the NameNode software to another machine 

was not supported in the base code. That said, the open-source community around 

Hadoop is working hard to fix this, and we expect automatic restart and failover to be 

part of the core release by the end of 2012.

Hadoop platforms that have enhanced the underlying code to be more reliable will be 

considered first for mission-critical applications. These enhancements are often in the 

form of proprietary extensions to the core code, for fault tolerance (i.e., mirroring, 

snapshots and distributed HA), and customers are often willing to go the proprietary 

route if it means better stability and reliability. 

Hadoop platforms that address performance concerns will also be important. Apache 

Hadoop allows for batch processing only, taking anywhere from minutes to hours to 

run an analysis. For customers analyzing machine-generated data, for example, which 

is often generated continuously, their requirement is real-time capabilities from 

Hadoop. They need to be able to act on a network outage from sensor data or prevent 

fraud as it happens, not hours later. 

To understand where database technologies are headed from a performance 

perspective it helps to look at companies that have already hit the limits of Hadoop. 

Google, the inventor of MapReduce, has long moved on to faster, more-efficient 

technologies. In mere seconds, its Dremel system can run aggregation queries over 

trillion-row tables. Google BigQuery is the company’s cloud-based big data analytics 

service that is powered by Dremel on the back end. For customers with seriously large 

big data analytics needs who are not averse to running in the cloud, this is definitely 

worth checking out. 

http://research.google.com/pubs/pub36632.html
http://research.google.com/pubs/pub36632.html
https://developers.google.com/bigquery/
https://developers.google.com/bigquery/
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Data security
Hadoop might be the fastest-growing platform for handling big data and it is 

constantly improving, but security was not a focus of its design from the outset. It was 

built for scale, and security controls often come at the cost of scale and performance. 

Hadoop originates from a culture in which security is not always top of mind. 

Technologies like TCP/IP and UNIX that also came from the academic world had 

similar challenges early on. That might have been OK for internal use at Google a 

decade ago, but it is not anymore, certainly not at banks, retailers, transportation 

companies, government agencies and many other enterprises looking to use Hadoop 

for mission-critical applications. 

One of the most popular use cases for Hadoop is to aggregate and store data from 

multiple sources, be it structured, unstructured or semistructured data, as Hadoop can 

easily contain all of it. To take advantage of this, customers are moving data back and 

forth from traditional data warehouses into Hadoop clusters. However this creates a 

security problem, as now you have Hadoop environments with data of mixed 

classifications and security sensitivities. But there is no way to enforce access control, 

data entitlement or ownership against those different data sets in Hadoop today. 

Furthermore, some of the older hacking techniques, like man-in-the-middle attacks 

among nodes in a cluster, are very applicable to Hadoop. We are moving from an age 

of securing a database to one of securing a cluster, where there could be 20 different 

machines inside the cluster. A potential hacker now has 20 targets, and if he can 

compromise one host, he can technically compromise the whole system. There is also 

some thought that aggregating data into one environment increases the risk of data 

theft and accidental disclosure.
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In an effort to address some of the security holes in Hadoop, the open-source 

community added support for the Kerberos protocol to the Apache code. However, 

security experts argue that this was an afterthought that, while preventing people from  

rattling the handle and walking in, figuratively speaking, does not stand up to the 

security requirements of an enterprise-grade system. 

Data compliance and privacy laws like HIPAA, the Gramm-Leach-Bliley Act and EU 

privacy laws often require encryption, access control and user auditing for data at rest. 

Hadoop platforms that figure out how to bring security policies from traditional data 

warehouses into the new Hadoop systems in adherence with common compliance laws 

and regulations will be important. The platforms with the ability to enhance security 

through encryption on the Hadoop cluster (from a file-system perspective), encrypt 

communication between nodes, and mitigate known architectural issues that exist 

within the core Hadoop code will also stand to gain market share. 

Total cost of ownership (TCO)
Apache Hadoop is open-source software and therefore free, which is incredibly 

appealing on the one hand. On the other, however, CIOs are skeptical about how much 

Hadoop will really cost once you factor in consultants, training, replication, 

customization and so on. This is why the majority will turn to commercial 

distributions like the ones discussed in this report. 

Hadoop platforms that can show lower total cost of ownership (TCO) over the long run  

will nevertheless win out. Also, in comparing TCO to incumbent systems, Hadoop 

platforms will need to have an advantage or else solve a mission-critical problem that 

the existing systems can't solve. 

http://en.wikipedia.org/wiki/Kerberos_(protocol)
http://en.wikipedia.org/wiki/Kerberos_(protocol)
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There is also a long-term trend at work in the enterprise technology market to drive 

the cost out of IT. Customers are fed up with paying millions of dollars in maintenance 

and support fees for proprietary software and hardware that they feel they are locked 

into forever. For some customers, a lower TCO and easy portability into and out of the 

platform will be music to their ears. 

Hadoop market outlook
Over the next 12 to 24 months we are going to see a wave of Hadoop products hit the 

shelves. There will be more software-only distributions based 100 percent on the 

Apache Hadoop code as well as proprietary offerings. For example, Fujitsu just came 

out with a Hadoop platform featuring its proprietary file system. There will be more 

enterprise appliances, for which companies will pay a hefty price tag for the pre-

integrated approach, and more preloaded commodity boxes from the likes of Dell and 

HP. We expect to see more public cloud providers offering Hadoop services, following 

in Amazon’s footsteps with Elastic MapReduce.   

All said, Hadoop platforms will quickly become the standard infrastructure layer for 

big data workloads, forcing other big data solutions such as alternate databases and 

analytics tools to work with Hadoop or risk irrelevance. 

We have seen the start of the consolidation trend get under way with Oracle's OEM 

deal with Cloudera and EMC's deal with MapR. This trend will continue its usual 

course, with the big guys eventually gobbling up the small guys and, if we’re lucky, 

maybe one player holding its own and going public. In tandem with the infrastructure 

layer maturing we will see more dedicated Hadoop applications and tools like 

Datameer, Karmasphere and Platfora come to market as well as tools like SHadoop 

from Zettaset, which adds a much-needed security layer on top of Hadoop. 

http://gigaom.com/cloud/cloudera-brings-the-hadoop-to-oracles-big-data-appliance/
http://gigaom.com/cloud/cloudera-brings-the-hadoop-to-oracles-big-data-appliance/
http://gigaom.com/cloud/cloudera-brings-the-hadoop-to-oracles-big-data-appliance/
http://gigaom.com/cloud/cloudera-brings-the-hadoop-to-oracles-big-data-appliance/
http://gigaom.com/cloud/startup-mapr-underpins-emcs-hadoop-effort/
http://gigaom.com/cloud/startup-mapr-underpins-emcs-hadoop-effort/
http://datameer.com/
http://datameer.com/
http://karmasphere.com/
http://karmasphere.com/
http://www.platfora.com/
http://www.platfora.com/
http://zettaset.com/
http://zettaset.com/
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Alternatives to Hadoop
While Hadoop is fast becoming the most popular platform for big data, there are other 

options out there we think are worth mentioning. 

Datastax provides an enterprise-grade distribution of the Apache Cassandra NoSQL 

database. Cassandra is used primarily as a high-scale transactional (OLTP) database. 

Like other NoSQL databases, Cassandra does not impose a predefined schema, so new 

data types can be added at will. It is a great complement to Hadoop for real-time data. 

LexisNexis offers a big data product called HPCC that uses its enterprise control 

language (ECL) instead of Hadoop’s MapReduce for writing parallel-processing 

workflows. ECL is a declarative, data-centric language that abstracts a lot of the work 

necessary within MapReduce. For certain tasks that take thousands of lines of code in 

MapReduce, LexisNexis claims ECL only requires 99 lines. Furthermore, HPCC is 

written in C++, which the company says makes it inherently faster than the Java-based 

Hadoop. 

VoltDB is perhaps more famous for the man behind the company than for its 

technology. VoltDB founder Dr. Michael Stonebraker has been a pioneer of database 

research and technology for more than 25 years. He was the main architect of the 

Ingres relational database and the object-relational database PostgreSQL. These 

prototypes were developed at the University of California, Berkeley, where 

Stonebraker was a professor of computer science for 25 years. VoltDB makes a scalable 

SQL database, which is likely to do well because there are lots of issues with SQL at 

scale and thousands of database administrators looking to extend their SQL skills into 

the next generation of database technology. 

Our gratitude to . . .

http://www.datastax.com/
http://www.datastax.com/
http://hpccsystems.com/
http://hpccsystems.com/
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Religious wars in technology are rife, and it’s easy to get sucked into one side versus 

the other, especially when the key players are selling commercial distributions of 

open-source software — in this case Hadoop — and are constantly trying to stay 

ahead of the core codebase. We would like to thank the following people for their 

unbiased and thoughtful input:

Michael Franklin, Professor of Computer Science, University of California, Berkeley

Peter Skomoroch, Principal Data Scientist, LinkedIn 

Theo Vassilakis, Senior Software Engineer, Google

Anand Babu Periasamy, Office of the CTO, Red Hat

Derrick Harris, Writer, GigaOM Pro analyst 
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Considering information-quality drivers for big data 
analytics — by David Loshin
Years, if not decades, of information-management systems have contributed to the 

monumental growth of managed data sets. And data volumes are expected to continue 

growing: A 2010 article suggests that data volume will continue to expand at a healthy 

rate, noting that “the size of the largest data warehouse . . . triples approximately every 

two years.”9 Increased numbers of transactions can contribute much to this data 

growth: An example is retailer Wal-Mart, which executes more than 1 million 

customer transactions every hour, feeding databases of sizes estimated at more than 

2.5 petabytes. 10

But transaction processing is rapidly becoming just one source of information that can 

be subjected to analysis. Another is unstructured data: A report suggests that by 2013, 

the amount of traffic flowing over the Internet annually will reach 667 exabytes.11 The 

expansion of blogging, wikis, collaboration sites and especially social networking 

environments — Facebook, with its 845 million members; Twitter; Yelp — have 

become major sources of data suited for analytics, with phenomenal data growth. By 

the end of 2010, the amount of digital information was estimated to have grown to 

almost 1.2 million petabytes, and 1.8 million petabytes by the end of 2011 were 

projected.12 Further, the amount of digital data was expected to balloon to 35 

zettabytes (1 zettabyte = 1 trillion gigabytes) by 2020. Competitive organizations are 

striving to make sense out of what we call “big data” with a corresponding increased 

demand for scalable computing platforms, algorithms and applications that can 

consume and analyze massive amounts of data with varying degrees of structure. 

9 Adrian, Merv. “Exploring the Extremes of Database Growth.” IBM Data Management, Issue 1 2010.

10 Economist, “Data, data everywhere.” Feb. 21, 2010.

11 Economist, “Data, data everywhere.” Feb. 21, 2010.

12 Gantz, John F. “The 2011 IDC Digital Universe Study: Extracting Value from Chaos.” June 2011.

http://www.economist.com/node/15557443?story_id=15557443
http://www.economist.com/node/15557443?story_id=15557443
http://www.economist.com/node/15557443?story_id=15557443
http://www.economist.com/node/15557443?story_id=15557443
http://www.emc.com/collateral/demos/microsites/emc-digital-universe-2011/index.htm
http://www.emc.com/collateral/demos/microsites/emc-digital-universe-2011/index.htm
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But what is the impact on big data analytics if there are questions about the quality of 

the data? Data quality often centers on specifying expectations about data accuracy, 

currency and completeness as well as a raft of other dimensions used to articulate the 

suitability for the variety of uses. Data-quality problems (e.g., inconsistencies among 

data sets, incomplete records, inaccuracies) existed even when companies controlled 

the flow of information into the data warehouse. Yet with essentially no constraints 

placed on tweets, yelps, wall posts or other data streams, the questions about the 

dependence on high-quality information must be asked. 

As the excitement builds around the big data phenomenon, business managers and 

developers alike must make themselves aware of some of the potential problems that 

are linked to big data analytics. This article presents some of the underlying data-

quality issues associated with the creation of big data sets, their integration into 

analytical platforms, and, most importantly, the consumption of the results of big data 

analytics. 

Snapshot: traditional data quality and the big data 
conundrum
Traditional data-quality-management practices largely focus on the concept of “fitness 

for use,” a term that (unfortunately) must be defined within each business context. 

“Fitness for use” effectively describes a process of understanding the potential negative 

impacts to one or more business processes caused by data errors or invalid inputs and 

then articulating the minimum requirements for data completeness (or accuracy, 

timeliness and so on) to prevent those negative impacts from occurring. After 

describing the types of errors or inconsistencies that can impede business success, the 

data analysts will describe how those errors can be identified so they can be prevented 

or fixed as early in the process as possible. 
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This approach employs the idea of “data-quality dimensions” used to measure and 

monitor errors. Typical data-quality dimensions include:

 Accuracy. The degree to which the data values are correct

 Completeness. The data elements must have values

 Consistency. Related data values across different data instances

 Currency. The “freshness” of the data and whether the values are up 

to date or not

 Uniqueness. Specifies that each real-world item is represented once 

and only once within the data set

There are many other potential dimensions, but in general the measures related to 

these dimensions are intended to catch an error by validating the data against a set of 

rules. This approach works well when looking at moderately sized data sets from 

known sources with structured data and when the set of rules is relatively small. An 

example of this might be validating address data entered by a customer when an order 

is placed to make sure that the credit card information matches and that the ship-to 

location is a deliverable address. This means that run-of-the-mill operational and 

analytical applications can integrate data quality controls, alerts and corrections, and 

those corrections will reduce the downstream negative impacts.

Big data sets, however, don’t always share all of these characteristics, nor are they 

affected by errors in the same way. Often the focus of big data analytics is centered on 

“mass consumption” without considering the net impact of flaws or inconsistencies 

across different sources, dubious lineage or pedigree of the data. The analysis 

applications for big data look at many input streams, some originating from internal 

transaction systems, some sourced from third-party providers, and many just grabbed 

from a variety of social networking streams, syndicated data streams, news feeds, 
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preconfigured search filters, public or open-sourced data sets, sensor networks, or 

other unstructured data streams.

For example, online retailers may seek to analyze tens of millions of transactions and 

then correlate purchase patterns with demographic profiles to look for trends that 

might lead to opportunities for increasing revenue through presenting product-

bundling options. Yet because of the huge number of transactions analyzed, coupled 

with many different sources of demographic information, a relatively small number of 

inaccurate, missing or inconsistent values will have little if any significant impact on 

the result.

On the other hand, because the big data community seeks to integrate semistructured 

and unstructured data sets into the analyses, issues with content or semantic 

inconsistency will have a much greater effect. This happens when there are no 

standards for the use of business terms or when there is no agreement as to the 

meaning of commonly used phrases. For analytical algorithms that rely on textual 

correlation across many input data streams, the potential impacts of small variances in  

semantics, metatagging and terminology may reverberate across multiple sets of 

analytics consumers. 

Another consideration is what I referred to as the pedigree of the data source. Data 

streams are configured based on the producer’s (potentially limited) perceptions of 

how the data would be used, along with the producer’s definition of the data’s fitness 

for use. But once the data set or data feed is made available, anyone using it can 

reinterpret its meaning in any number of ways. In turn, it would be difficult if not 

impossible for the producer to continuously solicit data-quality requirements from the 

user community, let alone claim to meet all of its data-quality needs. 
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Information-quality drivers for big data
Recognize that fitness for use, like beauty, is in the eye of the beholder. This suggests 

that the fundamentals of information-quality management for big data hinge on the 

spectrum of the uses of the analytical results. Consequently, relying on data edits and 

controls for numerous streams of massive data volumes may not make the results any 

more or less trustworthy than if those edits are not there in the first place, since the 

intended uses may expect different data-quality rules to be applied at different times. 

And this seeming irrelevance grows in relation to the number of downstream uses. 

So if the conventional data-quality wisdom is insufficient to meet the emerging needs 

of the analytical community, what is driving information quality for big data? 

Answering this question requires considering the intended uses of the results of the 

analyses and how one can mitigate the challenge of “correcting” the inputs by 

reflecting on the ultimate impacts of potential errors in each use case. This means 

looking at:

 Speculation regarding consumer information-quality expectations

 Metadata, concept variation and semantic consistency

 Repurposing and reinterpretation

 Critical data-quality dimensions for big data

The following sections of this piece will examine each point in more depth.

Expectations for information utility
Analytics applications are intended to deliver actionable insight to improve any type of 

decision making, whether that involves operational decisions at the call center or 

strategic decisions at the CEO’s office. That means information quality is based on the 

degree to which the analytical results improve the business processes rather than on 
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how errors lead to negative operational impacts. The consumers of big data analytics, 

then, must consider the aspects of the input data that might affect the computed 

results. That includes: 

 Data sets that are out of sync from a time perspective (e.g., one data 

set refers to today’s transactions and is being compared to pricing 

data from yesterday)

 The availability of the data necessary to execute the analysis (such as 

when the data needed is not accessible at all)

 Whether the data element values that feed the algorithms taken from 

different data sets share the same precision (e.g., sales per minute vs. 

sales per hour)

 Whether the values assigned to similarly named data attributes truly 

share the same underlying meaning (e.g., is a customer the person 

who pays for the products or the person who is entitled to customer 

support?)

Tags, structure and semantics
That last point in the list above is not only the toughest nut to crack but also the most 

important. Big data expands beyond the realm of structured data, but unstructured 

text is replete with nuances, variation and double entendres. One person’s text stream, 

for example, refers to his car; another mentions her minivan; others talk about their 

SUVs, trucks, roadsters, as well as the auto manufacturer’s company name, make or 

model — all referring to an automobile. Metadata tags, keywords and categories are 

employed for search engine optimization, which superimposes contextual concepts to 

be associated with content. 
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Second, the ability to analyze relationships and connectivity inherent in text data 

depends on the differentiation among words and phrases that carry high levels of 

meaning (a person’s name, business names, locations or quantities) from those that 

are used to establish connections and relationships, mostly embedded within linguistic 

structure.

Third, the context itself carries meaning. You can figure out characteristics of the 

people, places and things that can be extracted from streamed data sets, sometimes 

because those concepts are mentioned in the same blurb or are located close by within 

a sentence or a paragraph. For instance, the fact that you are scraping the text from 

notes posted to a car enthusiast’s community website is likely to influence your 

determination of the meaning of the word “truck.” As another example, one can derive 

family relationship information as well as religious affiliations and preferences for 

charitable contributions from wedding, birth and death announcements. 

Next, the same terms and phrases may have different meanings depending on who 

generates the content. Tweets featuring the hashtag “#MDM” may be of interest to the 

master data management community or the mobile device management community. 

The only way to differentiate the relevance is by connecting the stream to the streamer, 

then to the streamer’s communities of interest.

These all point to a need for precision in ascribing meaning, or semantics, to artifacts 

that are extracted from information streams to allow mapping among concepts 

embedded within text (or audio or video) streams and structured information that is to 

be enhanced as a result of the analysis. What is curious, though, is that the 

communities that focus on semantics and meaning are often disjointed from those that 

focus on high-performance analytics. Yet this may be one symptom of the inherent 

challenge for data quality for big data: aligning the development of algorithms and 

methodologies for the analysis with a broad range of supporting techniques for 
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information management, especially in the areas of metadata, data integration and the 

specification of rules validating the outputs of specific big data algorithms.

Repurposing and reinterpretation
But perhaps the most insidious issue lies not in the data sets themselves but in the 

ways they are used. Repeated copying and repurposing leads to a greater degree of 

separation between data producer and data consumer, and the connectivity between 

the original creator’s understanding and intent for the data grows distant from the 

perception of meaning ascribed by the different consumers. 

In our consulting practice, we have seen examples of projects where presumptions are 

made about the data values in simple data registries. For example, in an assessment of 

the locations of drop-off stations for materials to be delivered, one analyst made the 

assumption that each sender always used the drop-off location that was closest to the 

sender’s office address, and that presumption became integral to the algorithm, even 

though no verification of drop-off location was associated with each delivery record.

When the use of the data is “close” to its origination, an analyst can ask the creator of 

the data about its specific meaning. But when using data that has been propagated 

along numerous paths within an organization, the distance between creation and use 

grows, and the ability to connect creator to consumer diminishes. 

This is even more apparent when connecting to data streams and feeds that originate 

outside the organization and for which there is no possible connection between the 

creator and the consumer. With each successive reuse, the data consumers yet again 

must reinterpret what the data means. Eventually, any inherent semantics associated 

with the data when it is created evaporates. 
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Big data quality dimensions
These considerations suggest some dimensions for measuring the quality of 

information used for big data analytics:

 Temporal consistency, which would ensure that the timing 

characteristics of data sets used in the analysis are aligned from a 

temporal perspective

 Completeness, to ensure that all the data is available

 Precision consistency, which essentially looks at the units of 

measure associated with each data source to ensure alignment as well 

as normalization

 Currency of the data to ensure that the information is up to date 

 Unique identifiability, focusing on the ability to identify entities 

within data streams and link those entities to system-of-record 

information

 Timeliness of the data to monitor whether the data streams are 

delivered according to end-consumer expectations

 Semantic consistency, which may incorporate a germ glossary, 

concept hierarchies and relationships across concept hierarchies used 

to ensure a standardized approach to tagging identified entities prior 

to analysis

These dimensions provide a starting point for assessing data suitability in relation to 

using the results of big data analytics in a way that corresponds to what can be 

controlled within a big data environment.
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Data sets, data streams and information-quality 
assessment
Defining rules for measuring conformance with end-user expectations associated with 

these dimensions is a good start, since they address the variables that are critical to 

information utility. But you must take a holistic approach to information-quality 

assessment. 

Organizations that do not link the business-value drivers with the expected outcomes 

for analyzing big data will not effectively specify the types of business rules for 

validating the results. Imposing business rules (in the context of our suggested 

dimensions) for data utility and quality will better enable the distillation of those 

nuggets of actionable knowledge from the massive data volumes streaming into the big 

data frameworks.

The holistic approach balances “good enough” quality at the data-value level with 

impeccable quality at the data-set or data-stream level. Some practical steps look at 

qualifying the data-acquisition and data-streaming processes and ensuring consistent 

semantics:

1. Continually assess data-utility requirements. Schedule regular discussions with 

the consumers of the analytical results to solicit how they plan to use the 

analytical results, the types of business processes they are seeking to improve, 

and the types of data errors or issues that impede their ability to succeed. 

Document their expectations and determine whether they can be translated 

into specific business rules for validation.

2. Institute data governance. Do not allow uncontrolled integration of new (and 

untested) data streams into your big data analytics environment. Specify data 

policies and corresponding procedures for defining and mapping business 
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terms and data standardization, assessing the usability characteristics of data 

sets, and measuring those characteristics.

3. Proactively manage semantic metadata. Build a business-term glossary and a 

collection of term hierarchies for conceptual tagging and concept resolution. 

Make sure that the meanings of the data sets to be included in the big data 

analytics applications map to your expected meanings. 

4. Actively manage data lineage and pedigree. Document the source of each data 

stream, its reliability in relation to your information expectation characteristics,  

how the data sets or streams are produced, who owns the data, and how each 

data stream ranks in terms of usability.

Time will tell if individual data flaws will significantly impact the results of big data 

analytics applications. But it is clear that if the fundamental drivers for information 

quality and utility are different than operational data cleansing and corrections, then 

increased awareness of semantic consistency and data governance must accompany 

any advances in big data analytics.
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The big data tsunami meets the next generation of 
smart-grid companies — by Adam Lesser
Penetration rates for smart meters are expected to be around 75 percent in the U.S. by 

2016, according to research group NPD. And almost every meter is expected to be 

“smart” by 2020 — a fairly impressive feat when one considers how slowly utilities 

traditionally move. But with meter readings taking place as often as every 15 minutes, 

many have predicted a “big data tsunami” that will transform the energy sector and 

open an entirely new market for smart-grid data analytics that firms like Pike Research  

have ballparked at making over $10 billion in revenue over five years. In short, utilities 

are becoming information technology companies, and the future market will revolve 

around helping utilities manage the energy Internet. 

Stepping into the fray is the next generation of smart-grid companies. It is a diverse 

group that includes a cast of characters from relatively mature players like Tendril, 

which wants to revolutionize utilities’ relationships with customers through social 

media tools intended to alter consumer behavior around energy usage, to very young 

companies like GridMobility. The latter is using data on energy sourcing to assure 

commercial power users that the energy they source is renewable while at the same 

time trying to figure out when the optimal time of the day would be to do energy-

intensive applications like heat a commercial building. 

Many of the companies profiled in this report would say they don’t need smart meters 

to implement their products but rather that smart meters make their products much 

more effective. Smart meter or not, what has changed is that utilities are becoming 

proactive and looking at computing and data as an opportunity to 

 Improve demand response 

 Better address outages 

 Improve billing

http://gigaom.com/cleantech/75-of-u-s-electric-meters-will-be-smart-by-2016/
http://gigaom.com/cleantech/75-of-u-s-electric-meters-will-be-smart-by-2016/
http://www.businesswire.com/news/home/20110815005195/en/Smart-Grid-%E2%80%9CData-Tsunami%E2%80%9D-Driving-Expanded-Opportunities
http://www.businesswire.com/news/home/20110815005195/en/Smart-Grid-%E2%80%9CData-Tsunami%E2%80%9D-Driving-Expanded-Opportunities
http://www.businesswire.com/news/home/20110815005195/en/Smart-Grid-%E2%80%9CData-Tsunami%E2%80%9D-Driving-Expanded-Opportunities
http://www.businesswire.com/news/home/20110815005195/en/Smart-Grid-%E2%80%9CData-Tsunami%E2%80%9D-Driving-Expanded-Opportunities
http://gigaom.com/cleantech/the-internet-of-things-energy/
http://gigaom.com/cleantech/the-internet-of-things-energy/
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 Shape consumer behavior

 Address the coming onslaught of electric vehicle charging 

 Figure out better load balancing 

 Manage the intermittency problems of newer renewable-energy 

sources (wind, solar)

These are among many other challenges utilities may not yet see. It’s a brave new 

world, and the folks in IT would be happy to help you out. 

Meter data management systems (MDMS): going 
beyond the first wave of smart-grid big data 
applications
The realities of taking a meter reading every 15 minutes on parameters that may 

include not just energy use but also other variables like voltage and temperature for 

millions of customers make the first task clear: Figure out a solution for managing that 

data so that utilities don’t have to send out costly meter readers — “rolling the truck,” 

as it’s known — and can ensure integrity of billing. 

To that end, the MDMS space has been fairly staked out over the past few years, with 

everything from startups like Ecologic Analytics and eMeter to more-traditional IT 

companies like SAP and Oracle. The view that MDMS is a foundational piece for the 

smart grid was confirmed in Dec. 2011 and Jan. 2012 when Siemens acquired eMeter 

and Toshiba-owned meter maker Landis+Gyr purchased Ecologic Analytics. Both 

Siemens and Landis have extensive relationships with utilities across Europe and Asia,  

and these deals will allow both companies to sell additional software services to those 

clients.

http://gigaom.com/cleantech/siemens-to-buy-smart-grid-software-company-emeter/
http://gigaom.com/cleantech/siemens-to-buy-smart-grid-software-company-emeter/
http://venturebeat.com/2011/05/19/toshiba-landis-gyr-acquisition/
http://venturebeat.com/2011/05/19/toshiba-landis-gyr-acquisition/
http://gigaom.com/cleantech/landisgyr-snaps-up-ecologic-analytics-for-grid-big-data/
http://gigaom.com/cleantech/landisgyr-snaps-up-ecologic-analytics-for-grid-big-data/
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Since almost all of these customers will be large utilities, many MDMS companies are 

trying to branch out from just pure MDMS tracking. Ecologic Analytics and eMeter are 

each finding themselves under pressure to evolve and are exploring using their robust 

data analytics engines to help utilities manage demand and engage in the early 

attempts at behavioral analytics. The U.S. Energy Information Administration projects 

that global energy use will grow 53 percent by 2035, and an opportunity is growing to 

help reduce the large expense of bringing new power generation online by trying to 

alter demand on both the commercial and industrial (C&I) ends as well as the 

residential end. 

Apply IT to commercial and industrial demand 
response: GridMobility, SCIenergy, Enbala Power 
Networks  
Traditional demand response has always involved utilities sending signals to 

significant power users to curtail their usage during peak power demand, a cheaper 

solution than trying to fire up emergency power generation, which often isn’t possible. 

This has been a very unidirectional world, where the utility sent signals one way to 

power users to curtail demand.

But with the introduction of clean energy sources like wind and solar power, which 

have intermittency challenges owing to the variability of the wind and sun, the need 

for demand response to be bidirectional has arisen. Utilities don’t just want their 

customers to use less power; they now want them to use more power when the sun is 

fully shining. And so an opening in the market has occurred for companies that can 

build IT platforms to facilitate the crunching of large amounts of data, so power users’ 

behavior can be fine-tuned to use less power in response to the availability of 

renewable energy sources. 

http://earthsky.org/energy/report-says-world-energy-use-will-increase-53-percent-by-2035
http://earthsky.org/energy/report-says-world-energy-use-will-increase-53-percent-by-2035
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Companies like Enbala Power Networks, a demand-side management company, are 

quick to point out that while there is a great deal of interest in grid energy storage, it’s 

not a realistic short-term solution. The largest storage facility to date is a 36 megawatt 

storage facility in China, built by Warren Buffet–backed BYD, and it’s assumed to be 

very expensive. 

The alternative to grid storage is, of course, trying to constantly manage demand so the 

grid remains balanced at 60 Hz. (An energy grid is a basic balance sheet. Generation 

must equal demand at all times.) Enbala’s platform connects large users of power like 

wastewater plants, hospitals and cold storage facilities with regional independent 

system operators (ISOs), which are responsible for coordinating and controlling 

electricity across multiple utilities. The platform is sold as a Software-as-a-Service 

(SaaS) product, and software developers constitute 25 percent of Enbala. The 

development team is tasked with creating platforms capable of real-time data 

processing so that a piece of software always stands between power generators and 

power users, evaluating the fluctuation on both sides of the equation and signaling 

demand-side users to turn their power consumption either up or down. While it may 

not be immediately obvious, many on the demand-management end view this as a 

form of grid energy storage because end users can, for example, choose to heat their 

building when power is abundant, effectively storing that energy in the form of a warm  

building so that when demand spikes, power does not have to be drawn. It is now 

“stored” in the building. 

Redmond, Wash.–based GridMobility is advancing this argument as well. The 

company offers technology that allows customers to validate the source of the energy 

as being clean, typically wind, solar or hydro. GridMobility creates its signals based on 

accumulative data inputs from utilities, renewable energy producers and weather data. 

The incentives for its customers are they can lower their purchase of renewable energy 

credits and get LEED certification points, which is why its main customers so far are 

IT players like Microsoft and large commercial real estate managers like CBRE Group. 

http://www.enbala.com/
http://www.enbala.com/
http://gigaom.com/cleantech/massive-battery-energy-storage-station-kicks-off-in-china/
http://gigaom.com/cleantech/massive-battery-energy-storage-station-kicks-off-in-china/
http://gigaom.com/cleantech/massive-battery-energy-storage-station-kicks-off-in-china/
http://gigaom.com/cleantech/massive-battery-energy-storage-station-kicks-off-in-china/
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GridMobility alerts customers when renewable energy is available so that it can 

execute energy-intensive operations like cooling a skyscraper when green energy is 

being generated. CEO James Holbery, who came out of a DOE lab, estimates that in 

2009 10 terawatts of wind energy alone, enough to power San Francisco for 2.5 years, 

was lost because power users weren’t ready to take the electricity. It’s an emerging 

theme in the smart grid right now, the idea that the intermittency of wind and solar 

creates moments of peak generation, and failing to use the energy when it is available 

is a form of waste. Conversely, alerting big-energy users to use that energy when it’s on 

the grid is taking on credibility as a way of capturing and conserving energy. 

Intel- and GE-backed SCIenergy is another company bringing an IT platform with an 

SaaS model to the smart grid. Its market entry point is the building automation 

systems (BAS) space, which has largely relied on in-building technologies and local-

facility managers to conserve energy. SCI’s software interfaces with existing building 

automation protocols like BACnet and JACE in order to integrate diagnostic sensor 

readings, which can exceed 500,000 per day in many large buildings, into a cohesive 

software platform. Once the data is brought in, it goes through a Hadoop processing 

engine where algorithms are applied that compare the data with how an optimally 

energy-efficient building would be running. A typical commercial building is 

recommissioned every three years and loses 15 to 35 percent of its efficiency in 

between recommissionings; SCI is attempting to use a software platform to make 

monitoring and correction continuous. 

SCI CTO Pat Richards, who joined the company after a career focused on grid 

communications and networking at Sprint and IBM, views his work as a convergence 

of two trends: First, that “energy is getting more expensive and we’re conscious of 

energy’s impact on the environment,” he says. “Second, the Internet of things and the 

spreading of the sensor network. You go from data to information and knowledge to 

power. Getting to the power statement is the place where we have actionable items.”

http://gigaom.com/cleantech/how-renewable-energy-is-a-disruptive-technology/
http://gigaom.com/cleantech/how-renewable-energy-is-a-disruptive-technology/
http://gigaom.com/cleantech/how-renewable-energy-is-a-disruptive-technology/
http://gigaom.com/cleantech/how-renewable-energy-is-a-disruptive-technology/
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With both SCIenergy and Enbala Power Networks, a smart grid is not essential, but it 

makes their platforms more effective because the data gets more and more granular. 

The energy Internet of things that is so often discussed will incorporate smart meter 

readings; however, smart meters alone don’t save any energy but provide a layer of 

energy sensors to the grid. Only when IT is layered on top of the smart meter do we 

start to build systems where demand can be altered and behavior changed.

Using IT to transform consumer behavior
The other spectrum of managing demand involves targeting the consumer rather than 

commercial and industrial players. While there exist demand-response programs for 

residential areas, which typically involve incentives for customers to reduce 

consumption during peak summer days, a widespread attempt at reducing overall 

consumption can be trickier, because constant engagement with the customer often is 

required. Unlike gas prices, which doubled twice between 1998 and 2008, natural gas, 

coal and nuclear pricing is relatively stable, making consumers more insensitive to 

power prices. 

But companies like eMeter, Tendril, Opower and EcoFactor have all spent the past few 

years aiming at the consumer market by crunching data and engaging utility 

customers in new ways that range from pricing incentives to building online social 

networks themed around energy savings.

Tendril has been at the forefront of designing social tools that form the core of 

behavioral analytics approaches to consumer energy reduction. The company 

purchased a virtually unknown company, GroundedPower, at the end of 2010, a 

company that had developed behavioral-based efficiency programs. With the deal 

Tendril got GroundedPower CEO Paul Cole, who has the unusual background of being 

both a psychologist and a software developer. 

http://gigaom.com/cleantech/the-internet-of-things-energy/
http://gigaom.com/cleantech/the-internet-of-things-energy/
http://www.fypower.org/flexalert/demand_resp_programs.html
http://www.fypower.org/flexalert/demand_resp_programs.html
http://geography.about.com/od/globalproblemsandissues/a/gasoline.htm
http://geography.about.com/od/globalproblemsandissues/a/gasoline.htm
http://gigaom.com/cleantech/tendril-acquires-groundedpower-raises-23m/
http://gigaom.com/cleantech/tendril-acquires-groundedpower-raises-23m/
http://gigaom.com/cleantech/tendril-acquires-groundedpower-raises-23m/
http://gigaom.com/cleantech/tendril-acquires-groundedpower-raises-23m/
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Cole has led the development of Tendril’s online application, in which utility 

customers can track how much energy they use each day (real-time data) along with 

empirical energy usage, and they are presented with actions tips on how to save energy  

and asked to set a goal for their reduction of energy use. They are also placed within an 

online community context where they can see the energy use of their neighbors and 

their community, allowing users to access comparisons to learn from others. 

“What we know is that people change when they have a goal, when they have 

knowledge of specific actions, and when there’s a social environment that supports 

that,” said Cole. 

Interestingly, Cole’s team learned immediately from an early multimonth trial that the 

only direct correlation between savings and all the data he had on utility customers 

was the percentage goal the customer set. The typical user sets a goal of 12.5 percent, 

and the higher the goal a customer has, the more he saves. Tendril’s larger trial, which 

has gone on over the past 27 months with approximately 400 customers in the mid-

Atlantic and New England regions, has produced an average savings rate of 7.8 

percent, according to Cole. On a social media level, an average user logs into the online 

social network 1 to 1.5 times per week, and one out of six participants posts a comment  

monthly. Tendril is further trying to engage developers by opening up its API for 

developers to build conservation apps for its platform. 

Behavioral analytics is likely a small part of Tendril’s business thus far, though the 

company continues to focus on the space, as it recently snapped up energy-efficiency 

software developer Recurve, which has developed building analytics tools that can be 

integrated into the Tendril Connect software. Additionally, Tendril is going after the 

connected appliance market and has deals with companies like Whirlpool. Looking to 

the future, there will be a time when it’s not just smart meters that give energy usage 

readings but appliances as well. The data will get increasingly granular, opening up the 

http://gigaom.com/cleantech/tendril-buys-recurve-for-energy-analytics/
http://gigaom.com/cleantech/tendril-buys-recurve-for-energy-analytics/
http://gigaom.com/cleantech/tendril-buys-recurve-for-energy-analytics/
http://gigaom.com/cleantech/tendril-buys-recurve-for-energy-analytics/
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possibilities for data analytics as well as the need for very robust IT platforms. 

Companies like EcoFactor are focused on developing algorithms specifically for 

appliances (thermostats in EcoFactor’s case) that integrate weather data, home 

characteristics and manual input from the user to provide minute-by-minute tweaking 

of a thermostat to shave energy consumption. EcoFactor inked a deal at the end of 

February with Comcast to offer a smart thermostat, because telco providers, which 

already have reach into consumers’ homes, prove a logical retail channel for these 

services. 

One of Tendril’s main competitors, Opower is itself using relatively low-tech 

approaches like mailed reports, text messages and emails to get customers to save 

energy. On Opower’s end, it has developed an Insight Engine that crunches data from 

tens of millions of meter readings to produce recommendations on how residents can 

save energy. The ease of Opower’s approach means the company has moved quickly, 

having mailed its 25 millionth report in January, and it is expecting to hit the 75 

million mark in 2012. The company has saved its customers over 500 million 

megawatt hours of electricity and will hit a terawatt by mid-2012, enough power to be 

used by 100,000 homes in the U.S. in a year and worth $100 million. And this energy 

savings is occurring with a modest 2 percent savings per customer. 

Even core MDMS companies like eMeter are beginning to look at leveraging their 

considerable IT and data analytics investments that had originally gone toward linking  

smart meters with utilities’ back offices. EMeter has run its own consumer trials and 

used its data analytics engines to measure the impact of both peak pricing and peak 

rebates on consumer electricity usage, information that has value to utilities. Its senior 

product manager, BK Gupta, told me recently that lowering the base price coupled 

with peak pricing for certain periods was a more effective driver of consumption 

reduction than peak rebates, though he added the company saw “double digit” 

reductions in both groups. Gupta added, “I’m personally excited that we’re starting to 

cross from a period where we needed to replace legacy infrastructure to now unlocking 

http://gigaom.com/cleantech/ecofactor-finally-a-smart-way-to-control-thermostats/
http://gigaom.com/cleantech/ecofactor-finally-a-smart-way-to-control-thermostats/
http://gigaom.com/cleantech/comcast-to-offer-smart-thermostat-service-via-ecofactor/
http://gigaom.com/cleantech/comcast-to-offer-smart-thermostat-service-via-ecofactor/
http://gigaom.com/cleantech/opower-hits-25-million-home-energy-reports/
http://gigaom.com/cleantech/opower-hits-25-million-home-energy-reports/
http://gigaom.com/cleantech/opower-hires-cfo-considering-ipo-down-the-road/
http://gigaom.com/cleantech/opower-hires-cfo-considering-ipo-down-the-road/
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all this data from the smart grid.” MDMS player Ecologic Analytics has itself indicated 

it is looking into the possibility of connecting consumer behavior with billing, since 

billing is the initial area where MDMS was required for utilities implementing smart 

meters. 

Finally, the customer
Now to the customer’s pesky problem: the utility. As Warren Buffet once said about his 

regulated utilities investments, investing in utilities isn’t “a way to get rich” but a “way 

to stay rich.” Buffett was referring to the fact that while utilities return consistent 

earnings, they’re almost all under tight regulatory control, creating limits on how 

much they can raise rates as well as what their margins can be. Adding to the 

regulation has been the strong push from public utility commissions to meet 

renewable energy targets as well as make progress on smart meter implementation.

Discussing the evolution of the smart grid, Ron Dizy, Enbala’s CEO, noted in a recent 

discussion, “PUCs [public utility commissions] got excited about these things called 

smart meters. They appeared progressive and required utilities to do it. But justifying 

why we put the smart meter in is part of the theme now. [Utilities are] being pressed to 

explain it, to demonstrate there’s some reduction in demand.” And what are smart 

meters good for? Essentially providing data. 

So as we move toward 2020 and full smart-meter penetration, making use of that data 

to reduce energy use and seamlessly integrate renewable-energy sources becomes a 

priority. I have written before about how, in the future, the smart grid will increasingly 

become a software rather than a hardware game. Yes, the hardware involved in 

networking from the likes of Silver Spring Networks and smart meters from Landis

+Gyr is essential. But the real opportunity to apply all of that costly new hardware 

toward changing how we use energy and understanding where our energy comes from 

— well, that’s a job for the folks in IT. 

http://pacbiztimes.com/2011/12/09/editorial-buffett-buy-in-slo-puts-solar-in-spotlight/
http://pacbiztimes.com/2011/12/09/editorial-buffett-buy-in-slo-puts-solar-in-spotlight/
http://pacbiztimes.com/2011/12/09/editorial-buffett-buy-in-slo-puts-solar-in-spotlight/
http://pacbiztimes.com/2011/12/09/editorial-buffett-buy-in-slo-puts-solar-in-spotlight/
http://pro.gigaom.com/2011/12/why-the-future-of-smart-meters-is-data-not-hardware/
http://pro.gigaom.com/2011/12/why-the-future-of-smart-meters-is-data-not-hardware/
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Big data and the future of health and medicine — by 
Jody Ranck, DrPH
In Sept. 2011, the medical wires rang out with the announcement that WellPoint 

Health, the largest health benefits provider in the U.S., and IBM had announced a 

major agreement: The two teams would collaborate to harness the computing power of 

IBM’s Watson technology to the big data needs of WellPoint. Coming shortly after the 

public debut of Watson on Jeopardy!, when it successfully defeated two of the 

strongest players in the history of the game, the announcement illustrates the growing 

trend of personalized health care and real-time analytics in the health care sector that 

is enabled by developments in big data and machine learning. 

McKinsey estimates the potential value to be captured by big data services in the 

health care sector could amount to at least $300 billion annually.13 According to 

McKinsey two-thirds of the value generated from big data would go toward reducing 

national health care expenditures by 8 percent, a significant reduction in real 

economic terms.    

The impact of big data and new analytical tools will be felt in the following areas: 

 The reduction of medical errors

 Identification of fraud

 Detection of early signals of outbreaks

 Understanding patient risks

 Understanding risk relationships in a world where many individuals 

harbor multiple conditions

 Risk profiles and medications that can be quite confusing for even the 

best clinical minds to make sense of all the time   

13 McKinsey Global Institute (2011).  “Big Data: The Next Frontier for Innovation, Competition and Productivity.”

http://www-03.ibm.com/press/us/en/pressrelease/35402.wss
http://www-03.ibm.com/press/us/en/pressrelease/35402.wss
http://www-03.ibm.com/press/us/en/pressrelease/35402.wss
http://www-03.ibm.com/press/us/en/pressrelease/35402.wss
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In practical terms, the impact of big data in the health care arena will be most evident 

in the following areas: 

 Addressing fragmentation of care and data siloes across health 

systems

 Rooting out waste and inadequate care

 Health promotion and customized care for individuals

 Bridging the environmental data and personal health information 

divide

Calculating the cost of health care
Moving the dial in any of these areas has rather large economic consequences at the 

national level. A few statistics below illustrate how inadequate care, or care that is not 

cost-effective, impacts the financing of our health care system, a system that cost the 

U.S. government over $2.8 trillion in 2008, with growth rates expected to climb over 

4.4 percent per year in the near future.14 Some aggregated statistics from the recent 

IBM report “IT Enabled Personalized Healthcare” list a few of the issues that big data 

can target and ways it could provide important new business models for big data firms 

that can help address these problems:15 

 Inadequate science used in the care delivery and health promotion 

arenas cost the U.S. health care system $250–$325 billion per year.

 The estimated cost of fragmentation in the health care system is $25–

$50 billion annually.

14 Centers for Medicare and Medicaid Services, Office of the Actuary, National Health Statistics Group, National Health Care Expenditures 
Data. Jan. 2010.

15 Kelley, Robert (2009). “Where can $700 billion in waste be cut annually from the US healthcare system?” Thomson Reuters, Oct. 2009.

http://www.cms.hhs.gov/nationalhealthexpenddata/01_overview.asp?
http://www.cms.hhs.gov/nationalhealthexpenddata/01_overview.asp?
http://www.cms.hhs.gov/nationalhealthexpenddata/01_overview.asp?
http://www.cms.hhs.gov/nationalhealthexpenddata/01_overview.asp?
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 Clinical waste from inefficient, error-prone, labor-intensive processes 

costs $75–$100 billion annually.

 Duplicate diagnostic testing and defensive medicine practiced (to 

avoid medical malpractice), fraud, and abuse cost $125–$175 billion 

per year.

 Administrative inefficiencies are estimated to cost $100–$150 billion 

per year.

There are some early signs of the potential impact that big data could play in 

addressing problems such as these. 

For example, Jeffry Brenner, a family physician in Camden, N.J., became interested in 

crime data after the 2001 shooting at Rutgers University and the inadequate response 

from the local police force.16 He began collecting medical billing data from the local 

hospitals and soon discovered that emergency rooms were providing care that was 

neither medically adequate nor cost-effective. An eventual analysis of eight years of 

data from 600,000 medical visits revealed that 80 percent of the cases were generated 

by 13 percent of the patients in the city of Camden, costing the system over $650 

million, much of it from the public sector. The analysis also demonstrated that much 

of the problem was preventable. A coalition was created to address the problem and 

soon lowered costs by 56 percent, and it was recognized in the 2011 Data Hero 

Awards. 17 The analytical tools of big data businesses can accelerate the creation of the 

knowledge base for personalized health care and quality improvements such as the 

above, provided there is a shift in organizational cultures in health care as well.

Nonetheless, the road is mined with many challenges that will need to be addressed in 

the near term so that the current analytical tools can be used to address both clinical 

16 See Atul Gawande’s report in the New Yorker: http://www.newyorker.com/reporting/2011/01/24/110124fa_fact_gawande?
currentPage=all

17 http://www.greenplum.com/industry-buzz/big-data-use-cases/data-hero-awards?selected=1

http://www.newyorker.com/reporting/2011/01/24/110124fa_fact_gawande?currentPage=all
http://www.newyorker.com/reporting/2011/01/24/110124fa_fact_gawande?currentPage=all
http://www.newyorker.com/reporting/2011/01/24/110124fa_fact_gawande?currentPage=all
http://www.newyorker.com/reporting/2011/01/24/110124fa_fact_gawande?currentPage=all
http://www.greenplum.com/industry-buzz/big-data-use-cases/data-hero-awards?selected=1
http://www.greenplum.com/industry-buzz/big-data-use-cases/data-hero-awards?selected=1


BIG DATA

A near-term outlook for big data   - 65 -March 2012

and public health challenges. Sustainable business models for big data in health care 

will easily be derailed by data policy issues and may require new partnerships and 

collaborative efforts to build sustainable data markets. We discuss further challenges 

in more detail later in this piece.

Health care’s data deluge
It has been estimated that since 1900 the quantity of scientific information doubles 

every 15 years. Recent advances in bioinformatics may have accelerated this rate to a 

doubling of medical information every five years.  

In many respects, genomics has been a big data science for more than a decade, due to 

the rise of bioinformatics and the huge databases of genomic data that have been 

generated from the growth in the biotechnology sector. This makes the challenge of 

keeping up with the growth of clinical knowledge that physicians may be required to 

know and use impossibly difficult. IBM’s Watson can sift through 1 million books or 

200 million pages of data and analyze it with precise responses in three seconds.18 Add 

to this the fact that more patients are now connected to data-collecting devices and 

that those connections expand the meaning(s) of health to include epigenetics, or the 

linking of the environment and genetics. Given that, it’s easy to see how much more 

powerful data analytics must now be in order to realize the dream of personalized 

medicine in the IT era. 

Alex Pentland of MIT’s Human Dynamics Laboratory has called for a “New Deal on 

data,” which will create the policy frameworks that enable new forms of what he calls 

“reality mining” that can transform everything from traffic control to pandemic flu 

responses from data sources such as those listed above.19 This shift from traditional 

data sets to linked data sets will enable more-robust models of human behavior; it 

18 http://www-03.ibm.com/press/us/en/pressrelease/35402.wss

19 Alex Pentland (2009). “Reality Mining of Mobile Communications: Toward a New Deal on Data.” Global Information Technology Report 
2008–2009. World Economic Forum.

http://www-03.ibm.com/press/us/en/pressrelease/35402.wss
http://www-03.ibm.com/press/us/en/pressrelease/35402.wss


BIG DATA

A near-term outlook for big data   - 66 -March 2012

moves beyond what traditional demographic studies have been capable of with their 

focus on single, individually focused data sets. In health care, reality mining will 

enable us to combine behavioral data with medication data from millions of patients. 

The result is that we will acquire a better grasp of behaviors as well as the interactions 

between the environment and genetics.

Challenges
There are other challenges that Pentland’s New Deal will have to consider as well. We 

still do not have a global agreement on the sharing of data and biological samples for 

influenza, for example. And still, the general situation of siloed data in the health care 

system is a major obstacle that big data must come to terms with, and it also must help 

fill in gaps in knowledge in some instances.  

The primary bottleneck is currently at the patient level, where most medical records 

are still in a paper format and not easily captured in data collection systems. This is 

beginning to change in the U.S., with the federal economic stimulus package’s offering 

a financial incentive for physicians to adopt electronic medical records. Adoption rates 

have begun to accelerate to levels unheard of in past history.

Health care is a more complex beast than some areas in the data privacy and security 

domains, due to regulatory statutes such as the Health Insurance Portability and 

Accountability Act of 1996 (HIPAA) as well as cultural norms about the body and 

illness. Further complications arise around access to insurance and workplace 

discrimination on the basis of health status. But most of our policy frameworks deal 

with data collection and have less to do with what is done with data. Danah Boyd 

rightfully observes that this is where we have a growing chasm between technology 

and the sociology of the technology, where privacy issues largely rest. 20 Along with the 

20 Danah Boyd (2010). “Privacy and Policy in the Context of Big Data.” April 29, 2010. http://www.danah.org/papers/talks/2010/
WWW2010.html

http://www.danah.org/papers/talks/2010/WWW2010.html
http://www.danah.org/papers/talks/2010/WWW2010.html
http://www.danah.org/papers/talks/2010/WWW2010.html
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gap in our thinking regarding privacy policies in big data, she cautions that “bigger 

data are not always better data.” Yes, there are ways that linked data may be able to 

help fill in some gaps in overall data collection and quality, but putting “big” before the 

data won’t resolve the significant problem of poor data collection methods in health 

systems. Nor will it alleviate problems with methodological reasoning around data sets 

and sample bias, not to mention a whole host of other classic statistical and data issues 

that are not necessarily new, such as validity and reliability of data and ascertaining 

causality.  

Human resources. One of the most pressing challenges is the current lack of 

expertise in data analysis and quantitative computing skills. The McKinsey report 

estimates that across all sectors of the economy there is a shortage of 140,000–

190,000 people with deep data skills. In health care the current shortage of health 

informatics professionals is in the range of 50,000–100,000, according to the 

American Medical Informatics Association. New academic and training programs in 

the data sciences and in health informatics are necessary to keep apace with demand.

Privacy and security. As with mHealth and the entire connected health ecosystem, 

including the Internet of things, there are substantial privacy issues that need to be 

addressed. Even de-identified data has been cracked by experts possessing the tools to 

piece together different data sets that enable them to identify individuals in 

anonymized data sets. As with most cloud computing projects in the health care space, 

concerns over security and the issue of encryption of patient data is also very 

important. We discuss data privacy in more detail in a later section of the overall 

report.

Drivers 
The proliferation of mobile devices alone is generating substantial amounts of data on 

individuals in areas beyond the health system. And as mentioned above, the economic 
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stimulus package has also provided a boost to the growth of digital data via an 

incentive package that was designed to promote the widespread adoption of electronic 

medical records (EMRs) in medical practices. The adoption of EMRs has the potential 

to dramatically increase the data capture rate in the health care system and enable 

more-sophisticated uses of big data in the future.  

That U.S. trend is echoed in the global health context, where the relative lack of legacy 

health IT systems creates an opportunity for less stovepiped eHealth systems and data 

collection. Meanwhile, the adoption of mHealth tools in some global health contexts 

has been far more rapid in countries such as South Africa, Kenya and India than in the 

U.S.  

The use of social media in the health arena is growing rapidly as well. Sites such as 

PatientsLikeMe.com are already demonstrating the ability and willingness of patient 

groups to collect, share and analyze their own data. There have been numerous public 

health–oriented attempts to harness the data from Twitter and Facebook to predict 

influenza outbreaks, for instance. Google’s use of search analytics in its Google Flu 

Trends platform is another example of the growth in data sources.  

The number of smartphone applications for social media as well as health applications 

is also growing. Cisco21 estimates the number of connected things that communicate to 

the Internet, many of them health- and environment-related, will reach 50 billion by 

2020, a rather dramatic increase in data-generating sources. McKinsey Global 

Institute estimates the compound annual growth rate from 2010–2015 for connected 

nodes in the Internet of things for health will rise at a rate of 50 percent per annum.22 

Over the past year there has been a concerted effort in health and human services to 

open up the health data repositories to make them more accessible to the public and 

for app developers. Apps like Blue Button that enable veterans to download their 

21 http://blogs.cisco.com/news/the-internet-of-things-infographic/

22 McKinsey Global Institute (2011). “Big Data: The next frontier for innovation, competition and productivity.”

http://www.va.gov/bluebutton
http://www.va.gov/bluebutton
http://blogs.cisco.com/news/the-internet-of-things-infographic/
http://blogs.cisco.com/news/the-internet-of-things-infographic/
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health data from the VA hospital system illustrate the trend toward greater 

engagement with health data.

Key players in the health big data picture
The big data and analytics field in health care is rapidly growing. At the 2012 HIMSS 

conference big data was one of the most-talked-about themes, and many in the 

mHealth field are beginning to turn their attention to look beyond the device to the 

platforms and analytics that our mobiles and sensors feed into for tools that can 

support clinicians, researchers and patients. Increasingly we are seeing mHealth 

players that are also making serious use of big data, such as Ginger.io. The major 

players include the following.

Humedica is a data analytics, real-time clinical surveillance and decision support 

system for clinicians to identify high-risk patients and find the most medically 

appropriate and cost-efficient treatment approaches.  

Explorys is another search engine–type of tool designed for clinicians to analyze real-

time information from EMRs, financial records and other data. It provides a data-

mining approach for understanding treatment patterns and variations in responses to 

improve quality of care and medical costs.  

Apixio is a search engine approach to structured data from EMRs and unstructured 

data from clinical notes. Natural language processing is used for interpreting free-text 

searches and generating results for clinician queries.  

Ginger.io is a startup out of MIT’s Media Lab. It is a mobile-based platform that 

offers behavior analytics for diseases such as diabetes and bipolar disorder. It is 

already collaborating with Cincinnati Children’s Hospital for studies on Crohn’s 

disease and irritable bowel syndrome.  
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Global Pulse (unglobalpulse.org) is a UN-sponsored big data approach to distilling 

information from data generated in the so-called global commons of individuals and 

organizations around the world via mobiles, operational data streams from 

development organizations, needs assessments, program evaluations and service 

usage around the world.   

John Wilbanks is working on the data commons that can help catalyze the use of big  

data in a manner that uses open standards and formats that can facilitate high-value 

outputs. Building on Jonathan Zittrain’s notion of generativity, he is an advocate of 

open science, linked structures for data, and making data more usable for a wider 

range of scientists at a lower cost.23   

IBM’s Watson (as mentioned in the introduction) is one of the best-known players 

in the big data sector. Watson is really a bundle of different technologies including 

speech recognition, machine learning, natural-language processing, data mining and 

ultrafast in-memory computing. With major collaborations launched with WellPoint, 

AstraZeneca, Bristol-Myers Squibb, DuPont, Pfizer and Nuance Communications, to 

name a few, Watson is likely to play a major role in the future of domains such as 

clinical decision support.  

Geisinger Health Systems, a Pennsylvania-based health system, is one of the 

leading innovators in the U.S. health care system and an early adopter of many health 

IT applications. Its forays into the big data space involve linking multiple information 

systems from laboratory systems and patient data to generate more real-time data for 

clinical purposes. The system is already noting fewer medical errors and more-rapid 

clinical decision making. 24 There are additional programs in cardiovascular disease 

and genetics (MyCode) as well as participation in a multisystem effort including Kaiser  

23 See David Weinberger. “The Machine that Would Predict the Future.” Scientific American, Dec. 2011.

24 http://www.information-management.com/news/data-management-quality-lab-Geisinger-10021570-1.html

http://www.information-management.com/news/data-management-quality-lab-Geisinger-10021570-1.html
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Permanente, Intermountain Healthcare, Group Health Cooperative (Seattle) and 

Mayo Clinic to share data in a secure manner and provide the analytics that can drive 

better patient outcomes.25 

Cloudera, founded in 2008, is one of the better-known big data players, with over 

100 clients in many different sectors. It is being used by cancer researchers to find 

mutant proteins that could be valuable in diagnostic and treatment technologies.  

CaBIG, created by the National Cancer Institute to foster the use of bioinformatics 

and collaborations, works with over 80 organizations to innovate in the area of cancer 

research. Often referred to as “the Internet for cancer research,” the program works to 

make research data generated by researchers in the cancer arena more usable and 

shareable.    

Looking ahead
Recognizing the growing importance of health data, personal data and the need for 

policy innovation, the World Economic Forum has embarked on a data initiative to 

attempt to fill some of the gaps between these elements.  

First, WEF developed a Global Health Data Charter on personal data involving calls 

for a more user-centric framework for identifying opportunities, risks and 

collaborative responses in the use of personal data. 26 The agenda also includes the 

development of more case studies and pilot studies to develop its knowledge base of 

how individuals around the world are thinking about privacy, ownership and public 

benefit. The goal of these efforts would be to enhance the prospects of a future where 

individuals have greater control over personal data, digital identity and online privacy 

and would be compensated for providing others access to their personal data. 

25 http://bits.blogs.nytimes.com/2011/04/06/big-medical-groups-begin-patient-data-sharing-project/?partner=rss&emc=rss

26 World Economic Forum. “Personal Data: The Emergence of a New Data Class,” 2011.

http://bits.blogs.nytimes.com/2011/04/06/big-medical-groups-begin-patient-data-sharing-project/?partner=rss&emc=rss
http://bits.blogs.nytimes.com/2011/04/06/big-medical-groups-begin-patient-data-sharing-project/?partner=rss&emc=rss
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On a global scale, the UN’s Global Pulse project is calling for “data philanthropy” by 

making the case that shared data is a public good.27 Echoing John Wilbanks’ idea of 

the science commons, it calls for a data commons where data can be shared after 

anonymization and aggregation and the creation of a network behind private firewalls 

where more-sensitive data can be shared to alert the world of “smoke signals” around 

emerging crises and emergencies. 

The players in big data, a space that touches the public’s most private data concerning 

their bodies and behaviors, will need to quickly become better experts at engaging with 

a wider range of sociopolitical stakeholders to address the risks and concerns that have 

already begun to emerge. The potential for breakthroughs in our understanding of 

health, the body, cities, genetics and the environment is tremendous. The power of the 

tools is also a reason why concerns have been raised that parallel some of the fights of 

the 1990s and early 2000s with biotechnology. Fortunately there are kernels of ideas 

that can form the basis for new partnerships and practices that can open up a wider 

debate while also addressing the concerns about new inequalities that may emerge.

Realizing the promise of big data in health care may also require innovation in creating  

new policy tools and collaborative markets for data that protect the consumer while 

also providing benefits to as wide a range of stakeholders as possible. This author 

believes that a Global Health Data Alliance that serves as a forum for policy and ideas 

exchange, as a commons for data philanthropy efforts, and as a catalyst for new 

products and services built on the emerging data value chain could become an 

invaluable component of the big data ecosystem in the coming years. Therefore, this 

author and colleagues are working to create a Global Health Data Initiative that could 

bring together the technology community, data scientists, reinsurers, the UN and 

NGOs to develop these frameworks as well as public-private partnerships that could 

27 http://www.unglobalpulse.org/blog/data-philanthropy-public-private-sector-data-sharing-global-resilience

http://www.unglobalpulse.org/blog/data-philanthropy-public-private-sector-data-sharing-global-resilience
http://www.unglobalpulse.org/blog/data-philanthropy-public-private-sector-data-sharing-global-resilience
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innovate along the data value chain and turn the data gold mine into benefits at the 

base of the global economic pyramid.
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Why service providers matter for the future of big data 
— by Derrick Harris
By now most IT professionals have seen the report from the McKinsey Global Institute 

and the Bureau of Labor Statistics predicting a significant big data skills shortage by 

2018. They predict the U.S. workforce will be between 140,000 and 190,000 short on 

what are popularly called “data scientists” and 1.5 million people short for more-

traditional data analyst positions. If those numbers are accurate — which they very 

well might be, given the incredible importance companies are currently placing and 

will continue to place on big data and analytics — one can only imagine the skills 

shortage today, during the infancy of big data.

And McKinsey did not address shortages of workers capable of deploying and 

managing the distributed systems necessary for running many big data technologies, 

such as Hadoop. Those skills might be more commonplace and less important several 

years down the road, when they evolve into everyday systems administration work, but 

they are vital today.

To date, one major solution to the big data skills shortage has been the advent of 

consulting and outsourcing firms specializing in deploying big data systems and 

developing the algorithms and applications companies need in order to actually derive 

value from their information. Almost unheard of just a few years ago, these companies 

are cropping up fairly frequently, and some are bringing in a lot of money from clients 

and investors.

If McKinsey’s predictions hold true, these companies will continue to play a vital role 

in helping the greater corporate world make sense of the mountains of data they are 

collecting from an ever-growing number of sources. Indeed, in a recent survey by 

GigaOM Pro and Logicworks (full results available in a forthcoming GigaOM Pro 

http://www.mckinsey.com/Insights/MGI/Research/Technology_and_Innovation/Big_data_The_next_frontier_for_innovation
http://www.mckinsey.com/Insights/MGI/Research/Technology_and_Innovation/Big_data_The_next_frontier_for_innovation
http://www.mckinsey.com/Insights/MGI/Research/Technology_and_Innovation/Big_data_The_next_frontier_for_innovation
http://www.mckinsey.com/Insights/MGI/Research/Technology_and_Innovation/Big_data_The_next_frontier_for_innovation
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report) of more than 300 IT professionals, 61 percent said they would consider 

outsourcing their big data workloads to a service provider.

However, if the current wave of democratizing big data lives up to its ultimate 

potential, today’s consultants and outsourcers will have to find a way to keep a few 

steps ahead of the game in order to remain relevant, because what’s cutting edge today  

will be commonplace tomorrow.

Snapshot: What’s happening now?
Today most big data outsourcing takes one of three shapes: 

1. Firms that help companies design, deploy and manage big data systems

2. Firms that help companies build custom algorithms and applications to analyze 

data

3. Firms that provide some combination of engineering, algorithm and 

application, and hosting services

We examine each in more detail below.

Systems-first firms
The first category is probably the most popular in terms of the number of firms, if not 

in mind share. Systems design and management is important: Hadoop clusters and 

massively parallel databases are not child’s play. So, too, is helping companies select 

the right set of tools for the job. Hadoop, for example, gets a lot of attention, but it is 

not right for every type of workload (e.g., real-time analytics). Assuming they have a 

multiplatform environment that includes a traditional relational database, possibly an 

analytic database such as Teradata or Greenplum, and Hadoop, many companies will 
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also need guidance in connecting the various platforms so data can move relatively 

freely among them. 

There are a handful of firms in this space, some big and some quite small. Two of the 

bigger ones are Impetus and Scale Unlimited, which share a heavy focus on the 

implementation of Hadoop and other big data technologies while providing fairly 

base-level analytics services. An interesting up-and-comer is MetaScale, which has the 

big-business experience and financial backing that come from being a wholly owned 

subsidiary of the Sears Holding Corporation. MetaScale is using Sears’ experience with 

building big data systems and is providing an end-to-end consulting-through-

management service while partnering with specialists on the algorithm front.

Algorithm specialists
That brings us to the group of firms that specializes in helping companies create 

analytics algorithms best suited for their specific needs. A number of smaller firms are 

making names for themselves in this space, including Think Big Analytics and 

Nuevora, but Mu Sigma is the 400-pound gorilla. Its financials alone illustrate its 

dominance: Mu Sigma has raised well over $100 million in investment capital, and the 

company’s 886 percent revenue growth between 2008 and 2010 (from $4.2 million to 

$41.5 million) landed it a place on Inc. magazine’s list of the 500 fastest-growing 

private companies.

Mu Sigma helps customers — including Microsoft, Dell and numerous other large 

enterprises — with what it calls “decision sciences,” using its DIPP (descriptive, 

inquisitive, prescriptive, predictive) index. The firm actually does do some consulting 

and outsourcing work on the system side, but its strong suit is in bringing advanced 

analytics techniques to business problems. Right now it helps clients across a range of 

vertical markets develop targeted algorithms for marketing, risk and supply chain 

analytics.

http://bigdata.impetus.com/
http://bigdata.impetus.com/
http://www.scaleunlimited.com/
http://www.scaleunlimited.com/
http://www.thinkbiganalytics.com/
http://www.thinkbiganalytics.com/
http://www.nuevora.com/
http://www.nuevora.com/
http://www.mu-sigma.com/
http://www.mu-sigma.com/
http://gigaom.com/cloud/mu-sigma-offers-108m-reasons-to-believe-in-big-data/
http://gigaom.com/cloud/mu-sigma-offers-108m-reasons-to-believe-in-big-data/
http://www.inc.com/inc5000/profile/mu-sigma
http://www.inc.com/inc5000/profile/mu-sigma
http://mu-sigma.com/analytics/clients/clients-ourcustomers.html
http://mu-sigma.com/analytics/clients/clients-ourcustomers.html
http://mu-sigma.com/analytics/services/services-horizontals.html
http://mu-sigma.com/analytics/services/services-horizontals.html
http://mu-sigma.com/analytics/services/services-horizontals.html
http://mu-sigma.com/analytics/services/services-horizontals.html
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The whole package
At the top of the pyramid are firms that do it all: system design, algorithms and their 

own hosted platform for actually processing user data. There are some newer, smaller 

firms in this space, such as RedGiant Analytics, but probably the biggest firm 

dedicated to providing these types of services is Opera Solutions. It did $69.5 million 

in revenue in 2010 and touts itself as the biggest employer of computer science Ph.D.s 

outside IBM. Opera focuses on finding and analyzing the “signals” within a specific 

customer’s data and developing applications that utilize that information. At the 

technological core of its service is the Vektor platform, a collection of technologies and 

algorithms for storing, processing and analyzing user data.

The vendors themselves
However, it is worth noting that despite their specialties in the field of big data 

technologies and techniques, the firms mentioned above aren’t operating in a vacuum. 

Especially at the infrastructure level, these firms have natural competition from the 

vendors of big data technologies themselves. Hadoop distribution vendors such as 

Cloudera, Hortonworks, MapR and EMC have partnerships across the data-

management software ecosystem, meaning companies wanting to implement a big 

data environment, no matter how complex, will always have the opportunity to pay for 

professional support and services.

Even on the hardware front, Dell, Cisco, Oracle, EMC and SGI are among the server 

makers selling either reference architectures or appliances tuned especially for 

running Hadoop workloads. Such offerings can eliminate many of the questions and 

much of the legwork needed to build and deploy big data environments.

http://www.redgiantanalytics.com/
http://www.redgiantanalytics.com/
http://www.operasolutions.com/
http://www.operasolutions.com/
http://www.inc.com/inc5000/profile/opera-solutions
http://www.inc.com/inc5000/profile/opera-solutions
http://www.inc.com/inc5000/profile/opera-solutions
http://www.inc.com/inc5000/profile/opera-solutions
http://gigaom.com/cloud/meet-the-big-data-expert-youve-never-heard-of/
http://gigaom.com/cloud/meet-the-big-data-expert-youve-never-heard-of/
http://gigaom.com/cloud/meet-the-big-data-expert-youve-never-heard-of/
http://gigaom.com/cloud/meet-the-big-data-expert-youve-never-heard-of/
http://cloudera.com
http://cloudera.com
http://hortonworks.com
http://hortonworks.com
http://mapr.com
http://mapr.com
http://greenplum.com
http://greenplum.com
http://gigaom.com/cloud/why-open-source-tools-need-a-hardware-hook/
http://gigaom.com/cloud/why-open-source-tools-need-a-hardware-hook/
http://gigaom.com/cloud/ciscos-servers-now-tuned-for-hadoop/
http://gigaom.com/cloud/ciscos-servers-now-tuned-for-hadoop/
http://gigaom.com/2011/10/03/oracle-big-data-appliance-stakes-big-claim/
http://gigaom.com/2011/10/03/oracle-big-data-appliance-stakes-big-claim/
http://gigaom.com/cloud/emc-throws-lots-of-hardware-at-hadoop/
http://gigaom.com/cloud/emc-throws-lots-of-hardware-at-hadoop/
http://www.theregister.co.uk/2011/10/17/sgi_cloudera_reseller_hadoop/
http://www.theregister.co.uk/2011/10/17/sgi_cloudera_reseller_hadoop/
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And then there is IBM, which has an entire suite of software, hardware and services 

that it can bring to customers’ needs. If they are willing to pay what IBM charges and 

go with a single-vendor stack, companies can get everything from software to analytics 

guidance to hosting from Big Blue. IBM predicts analytics will be a $16 billion business 

for it by 2015, and services will play a large role in that growth.

Is disruption ahead for data specialists?
Increasingly, however, big data outsourcing firms might be finding themselves 

competing against a broad range of threats for companies’ analytics dollars. At the 

basest level, the increasing acceptance of cloud computing as a delivery model for big 

data workloads could prove problematic. While the majority of our survey respondents 

plan to outsource some big data workloads in the upcoming year, 70 percent actually 

said they would consider using a cloud provider such as Rackspace or Amazon Web 

Services, versus just 46 percent who said they would use analytics specialists such as 

Mu Sigma or Opera Solutions. Presumably, as with all things cloud, many are looking 

for any way to eliminate the costs associated with buying and managing physical 

infrastructure.

Of course, simply choosing to utilize a cloud provider’s resources doesn’t completely 

eliminate the need for specialist firms. Such a decision might mitigate the need to 

worry about buying and configuring hardware, but it doesn’t make big data easy. 

Companies will still likely need assistance configuring the proper virtual infrastructure 

and the right software tools for their given applications, unless they are using a hosted 

service such as Amazon Elastic MapReduce, IBM SmartCloud BigInsights or Cloudant 

(or any number of other hosted NoSQL databases). 

One particularly promising but brand-new hosted service provider is Infochimps, 

which has pivoted from being primarily a data marketplace into a big data platform 

provider. Its new Infochimps Platform product, which is itself hosted on Amazon Web 

http://gigaom.com/cloud/ibms-steve-mills-16b-in-analytics-revenue-by-2015/
http://gigaom.com/cloud/ibms-steve-mills-16b-in-analytics-revenue-by-2015/
http://gigaom.com/cloud/ibms-steve-mills-16b-in-analytics-revenue-by-2015/
http://gigaom.com/cloud/ibms-steve-mills-16b-in-analytics-revenue-by-2015/
http://rackspacecloud.com
http://rackspacecloud.com
http://aws.amazon.com
http://aws.amazon.com
http://aws.amazon.com
http://aws.amazon.com
http://aws.amazon.com/elasticmapreduce/
http://aws.amazon.com/elasticmapreduce/
http://gigaom.com/cloud/ibm-doing-hadoop-as-a-service-in-its-cloud/
http://gigaom.com/cloud/ibm-doing-hadoop-as-a-service-in-its-cloud/
http://cloudant.com
http://cloudant.com
http://infochimps.com
http://infochimps.com
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Services, aims to make it as easy as possible to deploy, scale and use a Hadoop cluster 

as well as a variety of databases.  

However, none of these hosted services provide users with data scientists who can tell 

them what questions to ask of their data and help create the right models to find the 

answers. In the end, that’s what big data is all about. Firms like Mu Sigma, Opera 

Solutions and others that help with the actual creation of algorithms and models 

should still be very appealing, assuming the other companies don’t become analytics 

experts overnight. In that sense, cloud infrastructure is just like physical 

infrastructure: It’s the easy part, but what runs on top of it is what matters.

Analytics-as-a-Service offerings
But cloud computing is about so much more than infrastructure. We have seen the 

popularity of Software-as-a-Service offerings skyrocket over the past few years, and 

now they are making their way into the big data space one specialized application at a 

time.

Especially in areas such as targeted advertising and marketing, startup companies are 

building cloud-based services that can take the place of in-house analytics systems in 

some cases. Although their services largely target Web companies, or at least large 

companies’ Web divisions, for the time being, they are doing impressive things. These 

startups are building back-end systems that utilize Hadoop and usually homegrown 

tools for tasks such as natural language processing or stream processing.

A few examples:

 In the marketing space, red-hot startup BloomReach has attracted 

some major customers for its service that analyzes Web pages and 

automatically adjusts their content, layout and language to align more 

closely with what consumers want to see.

http://gigaom.com/cloud/how-infochimps-wants-to-become-heroku-for-hadoop/
http://gigaom.com/cloud/how-infochimps-wants-to-become-heroku-for-hadoop/
http://bloomreach.com
http://bloomreach.com
http://gigaom.com/cloud/bloomreach-wants-to-save-your-site-with-big-data/
http://gigaom.com/cloud/bloomreach-wants-to-save-your-site-with-big-data/
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 33Across, a real-time engine for buying and placing online ads, is 

constantly tracking clients’ social media audiences to determine the 

ideal place to buy ad space at any given time. 

 Parse.ly, a brand-new startup focused on Web analytics, helps 

publishers analyze the popularity of content across a variety of 

metrics with just a few mouse clicks. 

 Security is also a hotbed of big data activity, with services such as 

Sourcefire providing a cloud service for detecting malware on a 

corporate network and then analyzing data to find out how those 

bytes are making their way in.

 Profitero, the winner of IBM’s global SmartCamp entrepreneur 

competition, provides a service for retailers that constantly analyzes 

their prices against those of their competitors to ensure competitive 

pricing and product lineups.

As mentioned above, all of these providers are very specialized and very Web-centric, 

but that is the nature of SaaS offerings, generally. As we have seen, though, companies 

of all stripes are turning to SaaS offerings more frequently, and an expanded selection 

of cloud-based services for applications that previously would have required 

implementing a big data system will only mean more big data workloads moving to the 

cloud.

Advanced analytics as COTS software
When big data pioneers such as Google, Yahoo and Amazon were creating their 

analytics systems, they did not have commercial off-the-shelf (COTS) software to help 

them on their way. They had to build everything themselves, from the physical 

infrastructure to the storage and processing layers (which resulted in Google’s 

MapReduce and Google File System and then Hadoop) to the algorithms that fueled 

http://33across.com
http://33across.com
http://parse.ly
http://parse.ly
http://sourcefire.com
http://sourcefire.com
http://gigaom.com/cloud/sourcefire-brings-big-data-to-corporate-security-teams/
http://gigaom.com/cloud/sourcefire-brings-big-data-to-corporate-security-teams/
http://gigaom.com/cloud/sourcefire-brings-big-data-to-corporate-security-teams/
http://gigaom.com/cloud/sourcefire-brings-big-data-to-corporate-security-teams/
http://profitero.com
http://profitero.com
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their applications. Oftentimes, this meant employing the best and the brightest minds 

in computer science and data science and paying them accordingly. Their hard work 

has laid the foundation for a new breed of software vendors (sometimes founded by 

their former employees) that are making products out of advanced analytics to take 

some of the guesswork out of big data.

Take, for example, WibiData, which sells a product built atop Hadoop and is focused 

on user analytics. It is being used for everything from fraud detection to building 

recommendations engines similar to the “You might also like” features on sites such as 

Amazon or Netflix. Or consider Skytree, which is pushing machine-learning software 

that is designed to deliver high performance across huge data sets and systems, 

something that previously required incredible investment to achieve.

Other companies such as Platfora, Hadapt and the still-in-stealth-mode Cetas are 

simply trying to take the complexity out of querying data stored within Hadoop. Their 

techniques might not be as advanced as other products in terms of pattern recognition 

or predictive analytics, but they are trying to democratize the ability to query Hadoop 

clusters like traditional data warehouses (something often done using the Apache Hive 

software), and they are even trying to connect the two disparate systems in a single 

platform.

But these are just some of the newest startups focused on making capabilities that 

were previously difficult to obtain or learn commonplace. Elsewhere, there are dozens 

of companies, ranging from startups to Fortune 500 companies, focused on building 

ever-easier and more-powerful business intelligence, database, stream-processing and 

other advanced analytics products. They are all unique, but they exist to take the 

guesswork out of doing big data.

http://wibidata.com
http://wibidata.com
http://gigaom.com/cloud/hadoop-startup-wibidata-raises-5m-to-power-web-analytics/
http://gigaom.com/cloud/hadoop-startup-wibidata-raises-5m-to-power-web-analytics/
http://gigaom.com/cloud/hadoop-startup-wibidata-raises-5m-to-power-web-analytics/
http://gigaom.com/cloud/hadoop-startup-wibidata-raises-5m-to-power-web-analytics/
http://www.skytreecorp.com/
http://www.skytreecorp.com/
http://platfora.com
http://platfora.com
http://hadapt.com
http://hadapt.com
http://www.cetas.net/
http://www.cetas.net/
http://gigaom.com/cloud/platfora-gets-5-7m-to-make-hadoop-mainstream/
http://gigaom.com/cloud/platfora-gets-5-7m-to-make-hadoop-mainstream/
http://gigaom.com/cloud/hadapt-raises-9-5m-for-hadoop-data-warehouse/
http://gigaom.com/cloud/hadapt-raises-9-5m-for-hadoop-data-warehouse/
http://gigaom.com/cloud/hadapt-raises-9-5m-for-hadoop-data-warehouse/
http://gigaom.com/cloud/hadapt-raises-9-5m-for-hadoop-data-warehouse/
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What the future holds
Here are a few predictions for how the market for big data services will pan out over 

the next few years:

 Firms such as Opera Solutions, Mu Sigma and others focused on 

personal consultation and solution design will have to remain vigilant 

in order to keep ahead of the services that customers can obtain via 

cloud service or even traditional software. Some of them, with their 

deep pockets and cream-of-the-crop personnel, should have no 

problem devising new methods for extracting value from data in 

personalized manners that commodity software cannot match.

 Cloud services and COTS software will lessen the need for outsourced 

analytics support as they make it easier (in some cases, pain free) to 

get results from big data. Especially for Web companies or the Web-

focused divisions of large organizations, cloud services will alleviate 

the need to invest in internal big data skills, as SaaS offerings have 

already done for so many other IT processes.

 Large businesses and those with highly sensitive data or complex 

legacy systems in place will still need the support of big data 

specialists to help engineer systems and develop analytics strategies 

and models. In fact, 51 percent of respondents to our survey indicated 

they are keeping their big data efforts in-house for security reasons.

 If they are proactive in seeking such assistance and in exploiting 

firms’ expertise to the fullest, the use of specialists could prove rather 

advantageous. As new data sources emerge, teams of experts will be 

able to create custom solutions to leverage those sources faster than 

software products or cloud services will come around to them.

 The concern over a big data skills shortage might be rather short-

lived. Among specialist firms, cloud services and more-advanced 
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analytics software, companies should have a wide range of choices to 

meet their various needs around analytics. If (although possibly a big 

if) more college students eyeing high-paying jobs begin studying 

applied math, computer sciences and other fields relevant to big data, 

there should be a steady stream of talent able to work with popular 

analytics software on the low end and able to innovate new techniques 

on the high end.

Big data outsourcing is a somewhat unique space, because unlike traditional IT 

outsourcing, much of the secret sauce lies in knowledge rather than in operational 

skills. Big data as a trend also came of age in the era of cloud computing, which means 

that specific tasks are increasingly being delivered as nicely packaged cloud services. 

The democratization of knowledge and products happens fast. 

On the other hand, companies of all shapes and sizes now recognize the competitive 

advantages big data techniques can create, and the most aggressive among them will 

always be willing to pay to stay a step ahead of the competition. If they can continue to 

leverage their unique knowledge of data analysis, firms that specialize in the latest and 

greatest techniques for deriving insights from company data should continue to play a 

valuable role.

http://gigaom.com/cloud/spread-the-word-math-is-the-new-sexiness-in-it/
http://gigaom.com/cloud/spread-the-word-math-is-the-new-sexiness-in-it/
http://gigaom.com/cloud/spread-the-word-math-is-the-new-sexiness-in-it/
http://gigaom.com/cloud/spread-the-word-math-is-the-new-sexiness-in-it/
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Challenges in data privacy — by Curt A. Monash, PhD
Data privacy is a hot issue that should be hotter yet. Consumer privacy threats range 

from annoying advertising to harmful discrimination. Worse by far, the potential for 

governmental surveillance puts Orwell to shame. The most obvious regulatory 

defenses — restrictions on data collection, retention or exchange — do both too little 

and too much. Lawmakers are confused, and who can blame them?

As an industry, we are central to the creation of these problems. Hence it is our 

responsibility to help avert them, too. Our dual goals should be to:

 Enjoy (most of) the benefits of big data28 technologies

 Avert (most of) the potential harm those technologies can cause

Fortunately, there are ways to achieve both objectives at once.

A growing consensus holds that it is necessary to limit both the collection and use of 

data by businesses and governments alike. That consensus is correct. Focusing only on  

collection is a nonstarter; information sufficient to yield the benefits of big data is also 

sufficient to create its dangers. Focusing only on use may eventually suffice, but 

collection (or retention and transfer) restrictions will be needed for at least an interim 

period. Data technologists should actively support this consensus, both through 

general advocacy and by working to shape its particulars. If regulators and legislators 

don’t understand the ramifications of these new and complex technologies, who except  

us will teach them?

On the technical side, we must honor rules that regulate data collection or use, both in 

letter and spirit. Grudging or partial compliance will just cause mistrust and wind up 

28 While "big data" is fraught with conflicting definitions, the comments in this article apply in most senses of the term.

http://www.dbms2.com/2011/09/11/big-data-has-jumped-the-shark/
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doing more harm than good. But the rules do not and cannot — until technology 

advances — suffice. Also needed is the growth of translucent modeling, the essence of 

which is a way to use and exchange the conclusions of analysis without transmitting 

the underlying raw data. That’s not easy, in that it requires the emergence of an 

information exchange standard that will surely evolve rapidly in time. But it’s a 

necessity if the big data industry is to keep enjoying unfettered growth.

Simplistic privacy doesn’t work
Before expanding on these two tough tasks, let’s review the extensive realm of data 

privacy challenges to see why simpler solutions will not suffice. For starters, data is or 

could soon be collected about:

 Our transactions (via credit card records)

 Our locations (via our cell phones or government-operated cameras)

 Our communications, in terms of who, when, how long and also 

actual content 

 Our reading, Web surfing and mobile app usage

 Our health test results

That’s a lot (and is still only a partial list). What can’t be tracked in our lives is already 

less substantial than what can.

Many inferences can be made from such data, including:

 What we think and feel about a broad range of subjects

 Who we associate with and when and where we associate with them

 The state of our physical, mental and financial health
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Above all, conclusions can be drawn about actions or decisions we might be 

considering, from minor purchases or votes to major life decisions all the way up to 

possible violent crimes.

In government, the most obvious use of such analysis is in crime fighting, perhaps 

before the crimes even occur. Commercially, uses focus on treating different 

consumers differently: different ads, different deals, different prices, or different 

decisions on credit, insurance or jobs. Up to a point, that’s all great. But possible 

extremes could be quite unwelcome. It’s one thing to have a highly accurate model lead 

to your seeing a surprisingly fitting advertisement. It would be quite another to have 

that same model relied upon in criminal (or family) court, in a hiring decision or even 

in the credit-granting cycle. 

Indeed, if modeling can be used too easily against people’s own best interests, then the 

whole big data movement could go awry. Do we really want to live in a world where 

everybody acts upon subtle indicators as to our physical fitness, mental stability, 

sexual preferences or marital happiness? And if we did live in such a world, wouldn’t 

we carefully consider every purchase we make, every website we visit or even who we 

communicate with, for fear of how they might cause us to be labeled? When modeling 

becomes too powerful, people will do whatever it takes to defeat the model’s accuracy.

Unfortunately, the simplest privacy safeguards can’t work. Credit card data won’t stop 

being collected and retained. Neither will telecom connection information. Nobody 

wants to stop using social media. Governments insist on tracking other information as 

well. Privacy cannot be adequately protected without direct regulation of information 

use. 

When people forget that point, the consequences can be dire. To quote Forbes,

http://www.forbes.com/forbes/2009/0608/034-privacy-research-hidden-cost-of-privacy_2.html
http://www.forbes.com/forbes/2009/0608/034-privacy-research-hidden-cost-of-privacy_2.html
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Medicine offers heartbreaking examples. The federal Health Insurance 

Portability & Accountability Act, or HIPAA, places so many new privacy 

restrictions on medical data that dozens of studies for life-threatening ailments 

— heart attacks, strokes, cancer — are being delayed or canceled outright 

because researchers are unable to jump through all the privacy hoops 

regulators are demanding.

What information can be held against you?
So we need limitations on the intrusive use of data. What could those look like? Some 

precedents are illustrative.

The Fifth Amendment to the United States Constitution famously says, “No person . . . 

shall be compelled in any criminal case to be a witness against himself.” But that does 

not mean the government cannot demand your testimony. If you are called to testify, 

you must answer every question or else go to jail for contempt of court, provided that 

the government has first granted you immunity from prosecution. Thus, the 

government can get all the testimony from you it wants, without limitation; the real 

limitations are on the uses to which it may put the testimony it compels.

Similarly, the Fourth Amendment states, “The right of the people to be secure in their 

persons, houses, papers, and effects, against unreasonable searches and seizures, shall 

not be violated.” Even so, there are circumstances under which the police could break 

into your home and look at anything they wanted to. The real restriction is that if they 

do so without following proper preconditions for the search, then what they find will 

not be admissible as evidence in court. 

Also in the United States, it is an open secret that security agencies, in apparent 

violation of the law, pursue widespread monitoring of electronic communications as 

part of their antiterrorism efforts. While civil libertarians are rightly nervous, the 

http://www.dbms2.com/2012/03/01/where-the-privacy-discussion-needs-to-head/
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practical consequences to individual liberties have so far seemed small. Why? Because 

while the agencies surely uncover evidence of many other kinds of crimes, they do not 

then use that information to gain convictions in court.

By analogy, I believe that the ultimate defense against intrusive government — at least 

in a largely free society — is rules of evidence. There’s no reasonable way to stop the 

government from getting large amounts of data, including but not limited to:

 The essential parts of whatever data private businesses hold

 Whatever is deemed necessary to defend against terrorism

 Whatever is deemed necessary for other forms of law enforcement

Rather, the line should be drawn at the point that the information can be used for 

official proof. 

A second place to draw a liberty-defending line is before the pursuit of an official 

investigation. For example, a large number of U.S. laws contain the phrase “provided 

that such an investigation of a United States person is not conducted solely upon the 

basis of activities protected by the first amendment to the Constitution of the United 

States.” But such protections are watered down by words like “solely” and hence are 

easier to circumvent than are restrictions on allowable evidence.

Ultimately, the details of legal privacy protections need to be left to the lawmaking 

community. But it is the technology industry’s job to support and encourage the 

lawmakers in their work, not least because they may not realize the difficulty of the 

task they face.
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Translucent modeling
When we look at commercial information use, different precedents apply. In perhaps 

the best example:

 Financial services companies are forbidden by law to include factors 

such as race in their credit evaluations

 Credit-scoring predictive models clearly do not include race as a 

factor

 Indeed, final credit-granting models29 are simpler than they otherwise 

would be, precisely to demonstrate that they do not take factors such 

as race into account.

 Even so, debates have raged for years as to whether credit card issuers 

discriminate based on race.

Clearly, we have a long way to go. 

My proposed direction is translucent modeling. Its core principles are:

 Consumers should be shown key factual and psychographic aspects of 

how they are modeled and be given the chance to insist that 

marketers disregard any particular category.

 Information holders should be able to collaborate by exchanging 

estimates for such key factors, rather than exchanging the underlying 

data itself.

Translucent modeling relies on a substantial set of derived variables, each estimating a  

reasonably intuitive psychographic or demographic characteristic. The scoring of those 

29 As opposed to intermediate, full-complexity models, whose results the final models are designed to imitate.
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can be as opaque as you want; but once you have them, the final model should be built 

from them in a rather transparent way. 

Marketers who do translucent modeling can have dialogues with consumers such as: 

 “We know you love chocolate.” “Please stop reminding me; I’m on a 

diet.”

 “We think you’re pregnant.” “Actually, I had a miscarriage.”

 “We think you have an elder-care issue.” “She died.”

 “We think you’re medium-affluent.” “That was before I lost my job.”

 “We think you like bargains.” “Actually, I’d like to buy some nice 

stuff.”

 “We think you like science fiction movies.” “I’d like to try something 

new.”

 “We think you like science fiction movies.” “Those were gifts for 

somebody who’s no longer in my life.”

and above all

 “We think you are pregnant/like chocolate/are caring for an elderly 

female relative/like science fiction movies.” “That’s none of your 

business!”

Such interactions are key to sustaining marketer-consumer trust. If you are having this 

kind of conversation with consumers, there's little reason for them to ever withhold 

information from you outright.

Even better, translucent modeling offers a privacy-friendly framework for exchanging 

information with other data holders. Do I want Google or GigaOM to know every TV 

show I watch? Not really. But may they know I’m a (very) light TV viewer who likes 
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writer-driven science fiction and fantasy series? Yeah, I’m OK with revealing that 

much.

Translucent modeling does have two drawbacks:

 It’s difficult.

 It might sacrifice some predictive power versus unconstrained 

approaches.

Even so, I think it’s how the analytics industry needs to evolve.

If not us, who?
Computer technologies are bringing massive economic, governmental and societal 

change. With changes of that magnitude always come drawbacks and dangers. This 

time, some of the greatest dangers lie in the realm of privacy. The big data industry is 

creating powerful new tools that can be used for governmental tyranny and for 

improper business behavior as well. Our duty is to avert those threats before they take 

hold.

It is neither desirable nor even possible to preserve privacy simply by restricting data 

flows. Data will be collected, in massive quantities, for security and business reasons 

alike. What is collected will also be analyzed. Any reasonably decent outcome will 

involve new processes, rules and customs governing not just how data is gathered and 

exchanged but also the manners in which it is used.

Three main groups will determine whether we can enjoy technology’s benefits in 

freedom:

 Businesses and technology researchers, especially in the technology 
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industry but also in online efforts across the application spectrum

 The legal and regulatory community: lawmakers, regulators, legal 

scholars and others

 Society at large, which will determine how to judge people in a world 

where there’s so much more information on which to base those 

judgments

Of those three, the business and technology community has the most roles to play. 

Most directly, privacy practices, whatever they are, need to be clear and easy to 

interact with. (The standard here is “good user interface design,” not just “good legal 

writing.”) As a rule, consumers need to feel secure that whatever information about 

them they do not wish to have used will, in fact, not be used. Exceptions to that rule 

must be narrow and obvious.

Some business opportunities — especially in less-free countries — are so liberty-

destroying that they should not be pursued at all. Selling censorship tools to repressive 

governments is one such, and the same goes for providing them with surveillance 

technology or the related analytics tools. And even in free countries, defeating 

consumers’ deliberate attempts at anonymity is a questionable moral choice.

Further, the technology sector needs to engage with governments in a strong and 

responsible way. Today information holders vigorously defend their users’ privacy 

against law enforcement inquiries; that admirable practice should continue. But also 

needed are substantial education and outreach; the privacy issues about which 

governments seem bewildered are as numerous as those about which they have a clue. 

Finally, privacy needs can’t be met without great continued innovation. We take 

explosive growth almost for granted, and that’s fine. But growth neither can nor 

should continue if it depends on further significant damage to consumers’ and citizens’ 

http://bits.blogs.nytimes.com/2012/03/15/companies-pledge-not-to-help-pakistan-filter-the-web/
http://bits.blogs.nytimes.com/2012/03/15/companies-pledge-not-to-help-pakistan-filter-the-web/
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privacy. Achieving such balance will require profound rethinking of how businesses 

use, model and exchange information. That’s an enormous challenge — but it’s an 

existential challenge that the industry absolutely has to meet.

Supporting analysis and links for many of the opinions expressed here may be found 

in the “Liberty and Privacy” section of the DBMS 2 blog.

http://www.dbms2.com/category/liberty-privacy/
http://www.dbms2.com/category/liberty-privacy/
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